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Motivation

Why to care about accelerators?

— Towards exa-flop computing (performance gain, but power constraints)

— Accelerators provide good performance per watt ratio (first step)
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Motivation RWTH

Accelerators/ co-processors
> GPGPUs (e.g. NVIDIA, AMD)

> FPGAs, DSPs, PEZY-SC, ...

Here, NVIDIA GPUs are the focus.
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Motivation — Top Systems RWTH

60% of the first 10 Top500 systems contain accelerators

: Rmax Accelerator/ Co-
Rank Name Site (GFlop/s) Power (kW) Processor
1 Summit DOE/SC/Oak Ridge National Laboratory 143,500,000 9,783 NVIDIA Volta
GV100
2 Sierra DOE/NNSA/LLNL 94,640,000 7,438 NVIDIA Volta
GV100
3 Sunway National Supercomputing Center in Wuxi 93,014,594 15,371 None
TaihuLight
4 Tianhe-2A  National Super Computer Center in 61,444,500 18,482 Matrix-2000
Guangzhou
5 Piz Daint Swiss National Supercomputing Centre 21,230,000 2,384 NVIDIA Tesla P100
(CSCS)
6 Trinity DOE/NNSA/LANL/SNL 20,158,700 7,578 None
7 Al Bridging National Institute of Advanced Industrial 19,880,000 1,649 NVIDIA Tesla V100
Cloud Science and Technology (AIST) SXM2
Infrastructure
8 SuperMUC- Leibniz Rechenzentrum 19,476,600 None
NG
9 Titan DOE/SC/Oak Ridge National Laboratory 17,590,000 8,209 NVIDIA Tesla K20x
10 Sequoia DOE/NNSA/LLNL 17,173,224 7,890None
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Motivation — Power Efficiency RWNTH

performance
per watt Total
: Proc/
Rank GFLOPS/W Site* Power
Accelerator
(kW)
1 17.60 Advanced Center for Computing and Communication, PEZY-SC2 500Mhz 60.4
RIKEN, Japan
2 15.11 NVIDIA Corporation, USA NVIDIA Tesla V100 97.0
3 14.67 DOE/SC/Oak Ridge National Laboratory, USA NVIDIA Volta GV100 9,783.0
4 14.42 National Institute of Advanced Industrial Science and NVIDIA Tesla V100 1,649.3
Technology (AIST), Japan SXM2
5 13.70 GSIC Center, Tokyo Institute of Technology, Japan NVIDIA Tesla P100 792.1
NVLink
6 12.72 DOE/NNSA/LLNL, USA NVIDIA Volta GV100 7,438.3
7 12.68 National Institute of Advanced Industrial Science and NVIDIA Tesla P100 75.8
Technology, Japan NVLink
8 11.87 Barcelona Supercomputing Center, Spain NVIDIA Tesla V100 85.8
9 11.38 Sugon, China Deep Computing 380.0
Processor
11.29 National Center for High Performance Computing, NVIDIA Tesla V100 797.5
10 .
Talwan SXM2
27 6.05 National Supercomputing Center in Wuxi, China s 15,371.0
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Overview
GPGPUs = General Purpose Graphics Processing Units

History — a very brief overview
- ‘80s - ‘90s: Development is mainly driven by games
Fixed-function 3D graphics pipeline
Graphics APIs like OpenGL, DirectX popular
- Since 2001: Programmable pixel and vertex shader in graphics pipeline
(adjustments in OpenGL, DirectX)
Researchers take notice of performance growth of GPUs: Tasks must be

cast into native graphics operations

- Since 2006: Vertex/pixel shader are replaced by a single processor unit
Support of programming language C, synchronization,...

- “General purpose’

7 OpenACC on GPUs
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Comparison CPU <& GPU RWTH

“ 5000 cores

50 cores
CPU GPU

GPU-Threads
- Thousands (“few” on CPU)

—> Light-weight, little creation overhead

—> Fast switching
Lots of parallelism needed on GPU to get good performance!

OpenACC on GPUs
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Comparison CPU <& GPU ‘ RWTH

Different design

CPU GPU

- Optimized for low latencies - Optimized for data-parallel

- Huge caches throughput

—> Control logic for out-of-order and —> Architecture tolerant of memory
speculative execution latency

—> Targets on general-purpose — More transistors dedicated to
applications computation

Dr. Sandra Wienke | IT Center, RWTH Aachen University

—> Suited for special kind of apps
H OpenACC on GPUs



Why can accelerators deliver good
performance watt ratio?

High (peak) performance
- More transistors for computation

- No control logic

- Small caches
Low power consumption

- Many low frequency cores

Power use for 1 TFlop/s
of an usual system

@ Heat removal
m Power supply loss
= Control
B Disk
B Communication
@ Memory
OpenACC on GPUs O Compute
Dr. Sandra Wienke | IT Center, RWTH Aachen University Source: Andrey Semin (Intel): HPC systems energy efficiency

optimization thru hardware-software co-design on Intel
technologies, EnaHPC 2011; & S. Borkar, J. Gustafson

P~VZ.f

— No control logic




GPU architecture: Abstraction RWTH

Device

___instruction cache |

" registers |

ssEEEEES

SsEEEEES ) )

LI T T Streaming Multiprocessor (SM)
SEEEEEEES

SEEEREEN

ssesenl@®

hardware/ software cache

Processing Element (PE)/
“Core”
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GPU architecture: Volta (V100) RWTH

SM

21.1 billion transistors
80 streaming multiprocessors (SM

— Each: 64 (SP) cores, 32 (DP) coreg

LO Instruction Cache
Warp Scheduler (32 thread/clk)
Dispatch Unit (32 threadiclk)

L0 Instruction Cache
Warp Scheduler (32 thread/clk)
Dispatch Unit (32 thread/clk)
Register File (16,384 x 32-bit) Register File (16,384 x 32-bit)
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8 Tensor cores —|

INT INT FP32 FP32

INT FP32 FP32
i e e e i Rars Ao s o Mo Mo i st s ] TENSOR TENSOR INT FPR2 FP32 Lo\ cno TENSOR
5120 SP cores

INT FP32 FP32

Memory hierarchy Ji&i | oo

] LD/ DI LDI LD/
ST ST ST ST

L0 Instruction Cache

Peak performance
- SP: 15.7 Tflops

- DP: 7.8 Tflops
ECC support, NVLink

uler (32 thread/clk)
Unit (32 threadiclk)

ile (16,384 x 32-bit)

FP64 INT FP32 FP32 FP64
FP64 INT FP32 FP32 FP64
FP64 INT FP32 FP32 FP64

FP64 INT FP32 FP32 TENSOR TENSOR FP64

FP64 INT FP32 FP32 IR G [EH FP64

Warp Scheduler (32 threadiclk)
Dispatch Unit (32 threadiclk)

Register File (16,384 x 32-bit)

INT FP32 FP32
INT FP32 FP32
INT FP32 FP32

INT FP32 FP32 TENSOR

INT FP32 FP32 HBEE

TENSOR
CORE

FP64 INT FP32 FP32 FP64 INT FP32 FP32

CO m p u te C ap ab i | i ty : 7 . O FP64 INT FP32 FP32 FP64 INT FP32 FP32

FP64 INT FP32 FP32 FP64 INT FP32 FP32

LD/ LD/ LD/ / LD/ LD/ LD/ LD/ Lo/ Lo Lo/ LD/ DI LD LD
ST ST ST ST ST ST ST ST ST ST ST ST ST ST ST

128KB L1 Data Cache / Shared Memory

Tex Tex

Source: https://images.nvidia.com/content/volta-architecture/pdf/volta-architecture-whitepaper.pdf
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Offloading | RWTH

We refer to “discrete

GPUSs” here.
CPU 9 @ | —
“host” “device” processing flow (simplified)
Weak memory model CI?U
- Host + device memory = separate entities __’ GPU
—> No coherence between host + device !
— Data transfers needed LéJ l
Host-directed execution model — >
- Copy input data from CPU mem. to device mem. : GPU
— Execute the device program l
> Copy results from device mem. to CPU mem. N

15 OpenACC on GPUs
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Creating Parallelism - Programming RWTH
model

Definitions We use CUDA terminology here.

- Host: CPU, executes functions

— Device: usually GPU, executes kernels

Parallel portion of application executed

on device as kernel > > >
— Kernel is executed as array of threads

- All threads execute the same code float x = input[threadID];
float y = func(x);
— Threads are identified by IDs output[threadID] = y;

— Select input/output data
—> Control decisions
With OpenACC, you don’t have to bother with thread IDs.

16 OpenACC on GPUs
Dr. Sandra Wienke | IT Center, RWTH Aachen University



Creating Parallelism - Programming

model

(

\_

\

J

Threads are grouped into blocks
Blocks are grouped into a grid

OpenACC on GPUs
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Creating Parallelism - Programming H ‘ RWNTH
|

model

© Kernel is executed as a grid of blocks of threads

Host Device
Block [l Block i Block J| Block “ Dimensions of blocks
| o] 2 2 20 and grids: < 3
Block Block Block Block
4 0 S5 g 6§ 7.
Block I Block|
(0,2) j| (0,3)

" "
5

Block (1,3)
y A / /

(0,0) 1) )
Kernel 2 = | :

Block li Block }| Block i Block

(1,0) )l (1,2) B (1,3) Thread|Thread|Thread /

— (0,0,0)/(1,0,0){(2,0,0)

Thread|Thread|Thread /
(0,1,0)/(1,1,0)|(2,1,0)

18 OpenACC on GPUs
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Mapping to Execution Model/ Hardware RWTH

Thread
: — Each thread is executed
s by a core

Multiprocessor (SM) 5 Each plock is executed on

Block a SM
:::::::: —> Several concurrent blocks
= | can reside on a SM
SEEsasss depending on shared

asaEaaEsan
resources

Grid (Kernel) Devi

= - Sr?(;hd‘:/rir(‘g is executed

\ /

19 OpenACC on GPUs
Dr. Sandra Wienke | IT Center, RWTH Aachen University




Why blocks? ‘ RWTH

Cooperation of threads within a block possible

instruction cache

registers

—> Synchronization (barrier)*

SEBEEEES
. T
— Share data/ results using shared memory —) SESEEEES

hardware/ software cache

Scalability

— Fast communication between n threads is not feasible when n large
— But: blocks are executed independently

=>»Blocks can be distributed across arbitrary number of multiprocessors
—In any order, concurrently, sequentially

OpenACC on GPUs * I I
Dr. Sandra Wienke | IT Center, RWTH Aachen University FromVOIta Or_]’ further Syn(?hronlzaUOP
capabilities exist (,cooperative groups”)



Why blocks? RWNTH

Assume: 10 thread blocks, 1 thread block per SM

20 SM




Memory & data management

Core|...[Core Core|...|Core
pj [ _J pj [:_/
Registers Registers

Shared Shared
Mem L Mem L1
SM-1 SM-n

Device

L2

!

Global Memory

A

Host

RWTH

Global memory (gmem)

- Regular data transfer: between host & gmem
- Recent GPU architectures: stacked memory (“HBMZ2”)
- Size: V100: ~16 GB

> Scope: all threads in a grid [$331$331$33]
L2 cache

- Hardware cache, “cache lines”

- Size: V100: 6 MB

L1 cache
- Hardware cache (split w/ smem), “cache lines”

- Size: V100: up to 128 KB/SM

22 OpenACC on GPUs
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Memory & data management

@@ @@ Shared memory (smem)
- Software cache (split w/ L1), manually managed
Registers Registers - Size: V100: up to 128 KB/SM
1T 1 ] - Scope: threads within block @
L S | Registers
Shared 11 Shared 11
Mem Mem - Thread-local memory
SM-1 SM-n > Size: V100: 256 KB/SM

| - max 255 (32-bit) registers per thread
L2

!

- Scope: thread

Global Memory Special memories/ memory regions
Device
- Local memory, texture cache, constant memory
> Not discussed here
Host

23 OpenACC on GPUs
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Memory & data management

@@ @@Q Memory hierarchy (fast to slow)
N\ _J . _J
Registers Registers 1 Registers
2. Shared memory
Shared Shared
Ve || 12 vem || L2 3. Global memory
sM-1 | sSM-n | e.g, V100 gmem: 900 GB/s (peak), several 100s
| cycles latency
L2

!

Global Memory

A

Device

Host

24 OpenACC on GPUs
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Summary ‘ RWTH

execution model logical hierarchy memory model

: thread / vector !
Core Registers Registers

A A J A

multiprocessor (SM)

instruction cache

streaming

block of threads / gang

\ 4 v \ 4 \ 4
Shared Shared

L1

A A

SM-1 SM-n

I
grid (kernel) L2

i <: i Global g,lemory

Device

registers

hardware/ software cache

dege: GPU

\ /

£
Host PCle

_cpu

25 OpenACC on GPUs
Dr. Sandra Wienke | IT Center, RWTH Aachen University

Host Memory

Host

Vector, worker, gang mapping is compiler dependent.
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GPGPU Programming RWTH

Application
Libraries Directives Programming
Languages
“Drop-in” acceleration High productivity Maximum flexibility
examples
\ \4 \ 4
CUBLAS OpenACC CUDA
CUSPARSE OpenMP OpenCL

27 OpenACC on GPUs
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GPGPU Programming RWTH

CUDA (Compute Unified Device Architecture)
- C/C++ (NVIDIA): programming language, NVIDIA GPUs

— Fortran (PGI): NVIDIA's CUDA for Fortran, NVIDIA GPUs
OpenCL
- C (Khronos Group): open standard, portable, CPU/GPU/...
OpenACC
- C/C++, Fortran: Directive-based accelerator programming, industry standard
published in Nov. 2011
OpenMP
- C/C++, Fortran: Directive-based programming for hosts and accelerators,

standard, portable, released in July 2013

28 OpenACC on GPUs
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Example SAXPY — CPU RWTH

void saxpyCPU(int n, float a, float *x, float *y) { |

for (int i = 0; i < n; ++i) e i ..
y[i] = a*x[i] + y[i]; SAXPY = Single-precision real Alpha X Plus Y

} y=a-x+Yy

int main(int argc, const char* argv[]) {
int n = 10240; float a = 2.0f;
float *x = (float*) malloc(n * sizeof(float));
float *y = (float*) malloc(n * sizeof(float));

// Initialize x, y

for(int i=0; i<n; ++i){
x[1i]=1;
y[1]=5.0*1-1.0;

}

// Invoke serial SAXPY kernel
saxpyCPU(n, a, x, y);

free(x); free(y):
return 0;

}

29 OpenACC on GPUs
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Example SAXPY — OpenACC RWTH

void saxpyOpenACC(int n, float a, float *x, float *y) ({
#pragma acc parallel loop copy(y[0:n]) copyin(x[0:n])
for (int 1 = 0; i < n; ++1i)
y[i] = a*x[i] + y[i];
}

int main(int argc, const char* argv[]) {
int n = 10240; float a = 2.0f;
float *x = (float*) malloc(n * sizeof(float));
float *y = (float*) malloc(n * sizeof(float));

// Initialize x, y

for(int i=0; i<n; ++i){
x[1i]=1;
y[1]=5.0*1-1.0;

}

// Invoke serial SAXPY kernel
saxpyOpenACC(n, a, x, V)

free(x); free(y):
return 0;

}

30 OpenACC on GPUs
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Example SAXPY — CUDA

RWTH

__global  void saxpy_ parallel (int n,
float a, float *x, float *y) {

int i = blockIdx.x * blockDim.x +
threadlIdx.x;

if (i < n){
y[i] = a*x[i] + yI[i];

int main(int argc, char* argv[]) {
int n = 10240; float a = 2.0f;
float* h x,*h y; // Pointer to CPU memory
h x = (float*) malloc(n* sizeof (float));
h y = (float*) malloc(n* sizeof(float));
// Initialize h x, h y
for (int i=0; i<n; ++i){
h x[i]=i;
h_y[i]=5.0%i-1.0;
}

cudaMemcpy (d x, h x, n * sizeof(float),
cudaMemcpyHostToDevice) ;

cudaMemcpy(d y, h y, n * sizeof(float),
cudaMemcpyHostToDevice) ;

// Invoke parallel SAXPY kernel
dim3 threadsPerBlock (128) ;

dim3 bl 2 | aunch kernel -X) ;

saxpy 7
threadsPerBlock>>>(n, 2.0, d x, d y);

£) ,

float/—"
cudaM 1. Allocate data on GPU +

cuda transfer data to CPU

free (h x); free(h_y);
return O;

}

31 OpenACC on GPUs
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Motivation

RWTH

Nowadays: GPU APIs (like CUDA, OpenCL) often used
- May be difficult to program (as/but more flexibility)

- Verbose/ may complicate software design

Directive-based programming model delegates responsibility for
low-level GPU programming tasks to compiler

- Data movement
— Kernel execution

- “Awareness” of particular GPU type
2> ...

J

- Many tasks can be done by
compiler/ runtime
- User-directed programming

OpenACC or OpenMP 4.x device constructs

OpenACC on GPUs
Dr. Sandra Wienke | IT Center, RWTH Aachen University



Overview OpenACC

Open industry standard Is used for examples. Details
—> Portability may be compiler dependent.

Introduced by CAPS, Cray, NVIDIA, PGI (Nov. 2011)
Today’s members and supporter organizations:
- Industry: AMD, Cray, NVIDIA, Total,...

- Universities/Labs: HZDR, EPCC, Virginia Tech, KAUST,
Indiana Uni, ORNL, Supercomputing Center Wuxi,...

Support
- C,C++ and Fortran
- NVIDIA GPUs, (AMD GPUs), x86 CPU, OpenPOWER,

Here, PGI's OpenACC compiler

RWTH

Sunway, PEZY-SC Timeline
Nov’11 Spec 1.0 Nov’16 TR deep copy attach/ detach
Jun’13  Spec 2.0 Nov'17 Spec 2.6
Nov'15 Spec 2.5 Nov'18 Spec 2.7

33 OpenACC on GPUs
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Directives RWTH

Syntax
C

fpragma acc directive-name [clauses]

Fortran
!Sacc directive—-name [clauses]

Compilation

pgcc —acc —-ta=tesla,cc/70,9.2 -Minfo=accel saxpy.cC J

- pgcc C PGI compiler (pg£90 for Fortran)

- -acc Tells compiler to recognize OpenACC directives

- -ta=tesla Specifies the target architecture - here: NVIDIA GPUs
- cc70 Optional. Specifies target compute capability 7.0

2 9.2 Optional. Uses CUDA Toolkit 9.2 for code generation

- -Minfo=accel Optional. Compiler feedback for accelerator code

34 OpenACC on GPUs
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OpenACC - Compiling (PGI) RWNTH

Iterative development process
Compiler feedback helpful

- Whether an accelerator kernel could be generated

= Which loop schedule is used

- Where/which data is copied

The PGI tool pgaccelinfo prints
the minimal needed compiler flags
for the usage of OpenACC on the

current hardware (see Develop-
ment Tips).

35 OpenACC on GPUs
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Directives (in examples): SAXPY

serial (host)

RWTH

int main(int argc, const char* argv[]) ({

int n = 10240; float a = 2.0f; float b = 3.0f;
float *x = (float*) malloc(n * sizeof(float));
float *y = (float*) malloc(n * sizeof (float));
// Initialize x, y

// Run SAXPY TWICE

for (int 1 = 0; i < n; ++i){
y[i] = a*x[1i] + yl[i];
}

for (int 1 = 0; i < n; ++i){
y[i] = b*x[i] + y[i];
}

free(x); free(y); return O;

OpenACC on GPUs
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Directives (in examples): SAXPY RWTH
acc kernels

int main(int argc, const char* argv[]) ({
int n = 10240; float a = 2.0f; float b = 3.0f;
float *x = (float*) malloc(n * sizeof(float));
float *y = (float*) malloc(n * sizeof (float));
// Initialize x, y

13 P L)
// Run SAXPY TWICE magic

compiler analyzes code & tries to parallelize/ optimize it

#pragma acc kernels

{
for (int 1 = 0; i < n; ++i){
vI[i] = a*x[i] + yI[i]; Kernel 1
}

— synchronization —

for (int i = 0; i < n; ++i){
y[i] = b*x[i] + y[il; Kernel 2

}
}

free(x); free(y); return O;

}

38 OpenACC on GPUs
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Directives (in examples): SAXPY RWTH
acc kernels

int main(int argc, const char* argv[]) ({

int n = 10240; float a = 2.0f; float b = 3.0f;
float *x = (float*) malloc(n * sizeof(float));
float *y = (float*) malloc(n * sizeof (float));
// Initialize x, y

// Run SAXPY TWICE
main: PGI Compiler Feedback
48, Generating implicit copyin(x[:102407)

Generating implicit copy(y[:10240])
#p150, Complex loop carried dependence of x-> prevents parallelization
{ Loop carried dependence of y-> prevents parallelization
Loop carried backward dependence of y-> prevents vectorization
Accelerator serial kernel generd
Accelerator kernel generated Problem: pointer a"asing
50, #pragma acc loop seq
60, Complex loop carried dependence of x-> prevents parallelization
Loop carried dependence of y-> prevents parallelization
Loop carried backward dependence of y-> prevents vectorization
Accelerator serial kernel generated
Accelerator kernel generated
60, #pragma acc loop seq

}

}

39 OpenACC on GPUs
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Directives (in examples): SAXPY RWTH
acc kernels

int main(int argc, const char* argv[]) ({
int n = 10240; float a = 2.0f; float b
float * restrict x = (float*) malloc(n

float * restrict y = (float*) malloc(n
// Initialize x, y

3.0f;
sizeof (float)) ;
sizeof (float));

* o ||

// Run SAXPY TWICE
main:

PGI Compiler Feedback
Generating implicit copyin(x[:10240])

Generating implicit copy(y[:10240])
Loop 1s parallelizable

Accelerator kernel generated
Generating Tesla code

#Pisg,
{

50, #pragma acc loop gang, vector (128)
threadIdx.x */

60, Loop 1s parallelizable
Accelerator kernel generated
Generating Tesla code

60, #pragma acc loop gang, vector (128)
threadIdx.x */

/* blockIdx.x

/* blockIdx.x
}

free(x); free(y); return O;
}
OpenACC on GPUs
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Directives (in examples): SAXPY
acc kernels

RWTH

int main(int argc, const char* argv[]) ({

int n = 10240; float a = 2.0f; float b = 3.0f;
float * restrict x = (float*) malloc(n * sizeof(float));
float * restrict y = (float*) malloc(n * sizeof(float));

// Initialize x, y

// Run SAXPY TWICE

#pragma acc kernels

{
for (int i = 0; 1 < n; ++i){
y[i] = a*x[i] + y[il;
}
}// Modify y on host, do not touch x on host
#pragma acc kernels

{

for (int i = 0; i < n; ++i){
y[i] = b*x[i] + yl[i];

}

}

free(x); free(y); return O;

}

41 OpenACC on GPUs
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Directives (in examples): SAXPY
acc parallel, acc loop, data RWTH
clauses

int main(int argc, const char* argv[]) ({
int n = 10240; float a = 2.0f; float b = 3.0f;
float *x = (float*) malloc(n * sizeof(float));
float *y = (float*) malloc(n * sizeof (float));
// Inijdalize x, y

AXPY TWICE parallel region + worksharing

Programmer asserts that parallelization is safe
no restrict needed

#pragma acc parallel
#pragma acc loop
for (int i 0; i < n; ++i){
yl[i]l = a*x[i] + yl[i];

}
// Modify y on host, do not touch x on host

#pragma acc parallel
#pragma acc loop
for (int i 0; i < n; ++i){
y[i] = b*x[i] + y[i];

}

free(x); free(y); return O;

}
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Directives (in examples): SAXPY
acc parallel, acc loop, data
clauses

RWTH

int main(int argc, const char* argv[]) ({
int n = 10240; float a = 2.0f; float b = 3.0f;
float *x = (float*) malloc(n * sizeof(float));
float *y = (float*) malloc(n * sizeof (float));
// Initialize x, y

// Run SAXPY TWICE

main:

50, Generating implicit copyin(x[:10240])
Generating implicit copy(y[:10240])
Accelerator kernel generated
Generating Tesla code
52, #pragma acc loop gang, vector (128)

threadIdx.x */

#p1
#p1

;,60, Generating implicit copyin(x[:10240])
#p3 Generating implicit copy(y[:10240])
#p1 Accelerator kernel generated

f Generating Tesla code

62, #pragma acc loop gang, vector (128)
threadIdx.x */

free(x); free(y); return O;

}

PGI Compiler Feedback

/* blockIdx.x

/* blockIdx.x

y
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Managed Memory | RWTH

Next step: Verify that results are correct

- E.g., compare to host version 'l 'I
- Don’t bother with data movement for now
MEMORY LT

Managed memory
i Tcru cPul
- Based on Unified Memory
0x0000
— Automatically migrates data to/ from GPU OxFFFF

Unified Memory

or maps data into GPU address space for
access over PCle/NVLink (on CPU/GPU page faults)
Usage

- Enable managed memory: pgcc -ta=tesla:managed <src>

— To avoid fallback to zero-copy on multi GPU systems (if not all GPUs are

peer-to-peer compatible): CUDA_ MANAGED FORCE DEVICE ALLOC=1

44 OpenACC on GPUs
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NVIDIA Profiler

45

GUI: >$ nvvp

Ope
Dr.

q

N

‘ Create New Session (auf login18-g-2.hpc.itc.rwth-aach¢ @& [8 29

Executable Properties

Set executable properties

Connection: Local - Manage connections...
Toolkit/Script: CUDA Toolkit 9.2 (/rwthfs/rz/SW/cuda = Mznage
File: ice/managedMemory/saxpy_openacc| I Browse...
Working directory: | Enter working directory [optional] Browse...
Arguments: Enter command-line arguments
Profile child processes -
Environment: Name Value AT
Delete
< Next > Cancel Finish

RWTH

Where is data moved?
Command line interface: >$ nvprof

ity

‘ Create New Session (auf login18-g-2.hpc.itc.rwth-aach( @& [E 29
Profiling Options
Set the profiling options

Profiling Options | Timeline Options

Execution timeout: | Enter maximum execution timeout in seconds [

[# Start execution with profiling enabled
(v Enable concurrent kernel profiling

(v Enable CUDA API tracing in the timeline

[+ Enable unified memory profiling

|| Use fixed width segments for Unified memory timeline

T segments

Specity the number of segments Tor unime:

[_| Track memory allocations

ation to collect events

Profile e

ecution on the CPU [not s

pgexplain.xml:
PGI's CCFF explaination file [optional]

(w4 Enable OpenACC profiling
[_| Enable CPU thread tracing

[+ Run guided analysis

Advanced...

< Back Next > Cancel Finish

Included in
CUDA Toolkit



NVIDIA Profiler: Managed Memory | RWTH

‘ NVIDIA Visual Prof . ] D Ex
le il iifindan s doin Help Tip: customized zoom: Ctrl +
S T A NI L IR  marking range in timeline

= m = Properties 23 i = |

© *NewSessionl 2

1S 421.5 ms 421.75 ms 422.25 ms Stream 15

¥ Duration

[=! Process "saxpy_openacc"” (1... ‘
Session 489.246 ms

[=! Thread 3980645760

o 1 ace compute_construct@saxpy.ci60 | Face_compute..
— I T

- orier AP | | - ~cusveame |

[+ Markers and Ranges 'modity”y...

- Profiling Overhead

I=| Unified Memory
- 57 CPU Page Faults I | | |

[=| Unified Memory
- S Data Migration (DtoH) d ata
| GPU Poge.. movement

- 5 Data Migration (HtoD) I|

- 5F GPU Page Faults

[=| Compute main_70

[ main60gpu | S
e R O g —— it cmem—
- 24.8% main_70_g... |

[=] Streams
- Stream 15 ‘ main_60_gpu main_70_...
s [ GPU Details 22 El Console CPU Details Settings N | BE] 2, A b 5|
Name Start Time Duration Grid Size Block Size Regs Static SMem Dynamic SMem
main_60_gpu | 421.573ms 374.654ps | [80,1,1]] [128,11] 16 0 0
main_70_gpu | 422.118msi123.391ps; [80,1,1]} [1281,1]; 16 0 0:

. . — Markers and Ranges were created using NVTX. More details: “CUDA Pro Tip: Generate
Dr. Sandra Wienke | IT Center, RWTH Aachen Universil Custom Application Profile Timelines with NVTX”, https://devblogs.nvidia.com/

parallelforall/cuda-pro-tip-generate-custom-application-profile-timelines-nvtx/




NVIDIA Profiler: Managed Memory RWTH

| NVIDIA Visual Profiler AR
Fle View Window BRun Help
=} W 3 &~ R E/FRIELZEA-~
© *NewsSessionl 22 = [= El Properties 23 =" 5
0.45 0.405 s 0.41s 0.415 s 0.42 s Stream 15
[= Process "saxpy_openacc” (1... + Duration
[=] Thread 3380645760 Session 489.246 ms
~ OpenACC I ==

* orwer a7 T covemalloctanaged

Markers and Ranges I | I
= Profiling Overhead |
[=| Unified Memory

- %F CPU Page Faults

ERLAsisosomilIl But: high allocation time/ low throughput g
[=] Unified Memory AISO

- 5F Data Migration (DtoH)

AT * Low page migration throughput X

- 5 Data Migration (HtoD) Allgnment on 5128 |||
[=] Context 1 (CUDA) .

i Movement on system page granularity 1l

L 5F 75.2% main_60_g... [ |
-5 24.8% main_70_g... I
[=] Streams
Il
L]
Analysis 8 GPU Details 22 El Consale CPU Details Settings . = = =2 B

Name Start Time Duration Grid Size Block Size Regs Static SMem Dynamic SMem
| 421.573ms (374.654ps | [80,1.1]) [128.1.1]) 16| 0 0

| 422118msi123.391psi  [80,11] [128.1,1]] 16 0 0

main_60_gp

main_70_gp
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Data Transfers RWTH

Assumption: program results are correct
—> If not, use debuggers (or printf), e.g., cuda-gdb, TotalView, Allinea DDT, PGl's
Compiler Assisted Software Testing (PCAST)

Next step: Manually implement data movement

— Ensures that OpenACC program may run on other devices, too

- Optimizes data transfer times

48 OpenACC on GPUs
Dr. Sandra Wienke | IT Center, RWTH Aachen University



Directives (in examples): SAXPY
acc parallel, acc loop, data RWTH
clauses

int main(int argc, const char* argv[]) ({
int n = 10240; float a = 2.0f; float b = 3.0f;
float *x = (float*) malloc(n * sizeof(float));

float *y = (float*) malloc(n * sizeof (float)); i i
// Initialize x, y Possible clauses: copyin,

copy, copyout, create,

// Run SAXPY TWICE

present
Also be used with kernels

#pragma acc parallel copy(y[0:n]) copyin(x[0:n])
#pragma acc loop
for (int i 0; i < n; ++i){
yl[il] a*x[i] + ylil];

}
// Modify y on host, do not touch x on host

#ipragma acc parallel copy(y[0:n]) copyin(x[0:n])
#pragma acc loop

for (int 1 =0; 1 <n; ++1){  pisgbhle managed memor
y[i] = b*x[i] + y[i]; 0 4

} - otherwise data clauses
will be ignored

free(x); free(y); return O;

}
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Directives (in examples): SAXPY

acc parallel, acc loop, data
clauses

RWTH

}

#p:
#p:

int main(int argc, const char* argv[]) ({

int n = 10240; float a = 2.0f; float b = 3.0f;
float *x = (float*) malloc(n * sizeof(float));
float *y = (float*) malloc(n * sizeof (float));

// Initialize x, y

// Run SAXPY TWICE

main:

50, Generating copyin(x[:n])
Generating copy(yl:n])

Generating Tesla code
52, #pragma acc loop gang,
} threadIdx.x */

//60, Generating copyin(x[:n])

f

free(x); free(y); return O;

Accelerator kernel generated

vector (128

vector (128)

#p3 Generating copy(yl[:n])
#p1 Accelerator kernel generated
f Generating Tesla code
62, #pragma acc loop gang,
} threadIdx.x */

PGI Compiler Feedback

Explicit data
movement

olockIdx.x

/* blockIdx.x

y

OpenACC on GPUs
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NVIDIA Profiler RWTH

| N NVIDIA Visual Profiler (2 W

File View Window Run Help

=R By ®@ 8/ FRI(ELE A~

§ *NewSessionl ¢ B = | = Properties 22 i c |
454.2 ms 454.3 ms 454.4 ms Stream 15

E Process “saxpy_openacc” (1...
[=| Thread 2833035200

¥ Duration

Session 538 ms (537
i e d ExzeE | I
11m 1 NI " 1T IR T
[=] Markers and Ranges - -
- Default Domain [ -
- Profiling Overhead
=I Context 1 (CUDA) data
=57 MemCpy (HtoD)
= 5F MemCpy (DtoH) move m e nt
- Y 54.6% main_63_g... |
L 57 45.4% main_77_g... |
[=I Streams
[ orenis N I | n . ) -
: fe—1]
i Analysis M GPU Details 82 El Console [l CPU Details [ Settings N | el 2, 8 bl & =
Name Start Time Duration Grid Size Block Size Regs Static SMem Dynamic SMem Size Throughput
Memcpy HtoD | 454.136 ms 6.784 us n/a n/a nj/a n/a n/a 96 kB 6.038 GB/s
Memcpy HtoD 454.18 ms 6.208 us n/a n/a n/a n/a n/a 196 kB 6.598 GB/s
main_63_gpu i 454.261 ms 1.888 ps 16 0 0 nj/a n/a
Memcpy DtoH | 454.337 ms: 4.608 s n/a n/a n/= 196 kB 8.889 GB/s
Memcpy HtoD | 454.397 ms 6.24 us nj/a n/a nja nja n/z 196 kB 6.564 GB/s
Memcpy HtoD | 454.408 ms 6.176 us nj/a n/a n/a nj/a n/z 196 kB 6.632 GB/s
main 77 Anu i ASA A22 me 1 560 e ron 111 120111 16 n n e nin ——

Dr. Sandra Wienke | IT Center, RWTH Aachen University




Array Shaping RWTH

Data clauses can be used on data, kernels Or parallel

- copy, copyin, copyout, present, create, deviceptr,

no create, copyin(readonly)

Since OpenACC 2.5:

copy[in|out] = present or copylin|out] = pcopyl[in]|out]

Array shaping
— Compiler sometimes cannot determine size of arrays

— Specify explicitly using data clauses and array “shape”

C/C++
#pragma acc parallel copyin(a[0O:length]) copyout (b[s/2:s/2])

Fortran
!Sacc parallel copyin(a(0:length-1)) copyout (b(s/2:s))

52 OpenACC on GPUs
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Directives: Offload regions RWTH

Offload region

- Region maps to a CUDA kernel function

C/C++ — User responsible for finding
fpragma acc parallel [clauses] parallelism (loops)

— acc loop needed for work-
Fortran hari
'Sacc parallel [clauses] sharing

- No automatic sync between
!Sacc end parallel several loops
C/C++ — Compiler responsible for finding
#fpragma acc kernels[clauses] parallelism (loops)

- acc loop directive only for
tuning needed

— Automatic sync between loops

!Sacc end kernels within kernels region if poss

Fortran
| Sacc kernels/[clauses]

53 OpenACC on GPUs
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Directives: Offload regions

RWTH

Clauses for compute constructs (parallel, kernels)

—>If condition true, acc version is executed
— EXxecutes async, see Tuning slides
—>Define number of parallel gangs
—>Define number of workers within gang
- Define length for vector operations
- Reduction with op at end of regionaraiel only)
—->H2D-copy at region start + D2H at region end
- Only H2D-copy at region start
- Only D2H-copy at region end
—> Allocates data on device, no copy to/from host
—~>Data is already on device
—> See Tuning slides
- Copy of each list-item for each parallel gangparatei ony
—>As private + copy initialization from hoStaratei only).

C/C++, Fortran

1f (condition)

async [ (int-expr) ]
num gangs (int-expr)
num workers (int-expr)
vector length (int-expr)
reduction (op:list)
copy (list)

copyin (list)

copyout (list)

create (list)

present (list)
deviceptr(list)
private (list)
firstprivate(list)

Also: wait, device type, default (none|present)

OpenACC on GPUs
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Directives: Loops

Share work of loops

RWTH

— Loop work gets distributed among threads on GPU (in certain schedule)

C/C++

#pragma acc loop/clauses]

Fortran
!'Sacc loop/clauses]

Loop clauses

—> Distributes work into thread blocks ..............
—> Distributes work into warps ........................
—> Distributes work into threads

within warp/ thread block ...........................
— Executes loop sequentially on the device......
- Executes loop in parallel on multicore CPU....
— Collapse n tightly nested loops.....................
— Says independent loop iterationSkerneis ioop only). . ..
= Reduction with op........cccoiiiiiiiii e,
- Private copy for each loop iteration...............

kernels loop defines loop
schedule by int-expr in gang,
worker Or vector (Similar to
num_gangs etc with parallel)

|

C/C++, Eortjan

gang D
worker | o 5
O ©
-S O
-5
vector =
seq
self
collapse (n)
independent

reduction(op:list)
private (list)

OpenACC on GPUs
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Misc on Loops

Combined directives

RWTH

#tpragma acc kernels loop

for (int i=0; i<n; ++1) { /*...*/}
#pragma acc parallel loop

for (int i=0; i<n; ++1) { /*...*/}
Reductions

Also possible:
* max, min,

fpragma acc parallel

(int 1i=0; i<n; ++1i) {

sum += 1;

for

OpenACC on GPUs
Dr. Sandra Wienke | IT Center, RWTH Aachen University

fpragma acc loop reduction (+:sum)

&1 |1 A1 &&1 ”

PGI compiler can often recognize
reductions on its own. See compiler

feedback, e.g.:
Sum reduction generated for var

With OpenACC 2.7 implementations,
array & struct reductions will be possible.



CUDA Reduction (just as comparison)

RWTH

template <unsigned int blockSize>

__global  void reduceb6 (int *g idata, int *g odata, unsigned int n)

{

extern  shared  int sdatall;

unsigned int tid = threadIdx.x;

unsigned int i = blockIdx.x* (blockSize*2) + tid;

unsigned int gridSize = blockSize*2*gridDim.x;

sdata[tid] = 0;

while (i < n) { sdata[tid] += g idata[i] + g idata[i+blockSize]; 1 += gridSize; }
__syncthreads() ;

if (blockSize >= 512) { if (tid < 256) { sdata[tid] += sdata[tid + 256]; }
__syncthreads(); }

if (blockSize >= 256) { if (tid < 128) { sdata[tid] += sdata[tid + 128]; }
__syncthreads(); }

if (blockSize >= 128) { if (tid < 64) { sdatal[tid] += sdata[tid + 64]; }
__syncthreads(); }

if (tid < 32) {

if (blockSize >= 64) sdata[tid] += sdatal[tid + 327];

if (blockSize >= 32) sdatal[tid] += sdatal[tid + 16];

if (blockSize >= 16) sdatal[tid] += sdata[tid + 8];

if (blockSize >= 8) sdatal[tid] += sdata[tid + 4];

if (blockSize >= 4) sdatal[tid] += sdatal[tid + 2];

if (blockSize >= 2) sdatal[tid] += sdata[tid + 1];

t

if (tid == 0) g odata[blockIdx.x] = sdata["'-

} Efficient reduction implementations with

Source: NVIDIA, “Optimizing Parallel Reduction in CUDA”
OpenACC on GPUs
Dr. Sandra Wienke | IT Center, RWTH Aachen University
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CUDA are hard! See the NVIDIA SDK for
hints.




Summary RWTH

Iterative development process (basic) + compiler feedback

1.
2.

Offload compute-intensive kernel(s) to GPU (kernels, parallel loop)

Enable managed memory (if data movement is not working out of the box) for
automatic data transfers (managed compiler flag)

Run your code and verify that your results are correct
(execution might be very slow)

Use profiler to figure out where data was (automatically) moved

Implement data movement manually correspondingly

(copy, copyin, copyout, data, enter data, exit data)
- Disable managed memory (if enabled, all data clauses will be ignored)
Optimize data movement step by step (moving data copying out > soon)

—>You can nest data clauses: inner data clauses will not trigger data
movement if data is present on GPU

58 OpenACC on GPUs
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Summary RWTH

Offloading work

- kernels — ,magic”

- parallel region & worksharing construct (loop)
Easy reductions by reduction clause
Moving data with data clauses

— Array shaping

- copy, copyin, copyout
Compiler feedback

- What is done implicitly?

- How are explicit directives understood?

59 OpenACC on GPUs
Dr. Sandra Wienke | IT Center, RWTH Aachen University



RWTH Environment — GPUs RWTH

9

NVIDIA Volta (CLAIX-2018)

- 48 nodes with each " server with two NVIDIA Pacal P100 GPUs, 2016

2 NVIDIA V100 SXM2
TR,

with 16GB
- NVLink between 2 GPUs

OpenACC on GPUs
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Hands-On RWTH

Attendees have different pre-knowledge

— High variances in completing exercises

= Try to get significant mass that completed exercises before we discuss a task

Optional tasks

—> Slides give hints on optional tasks

— These shall be dealt with
if “main” tasks have been completed ! ! /
| / ¢

61 OpenACC on GPUs
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Hands-On RWTH

Setting up your GPU cluster environment

Write your first OpenACC program (Jacobi solver)

- Use parallel and loop directives

- Follow TODOS in GPU/exercises/taskl

Optional (only if you have completed task 2.2)

- Read slide 138 (pinned memory)
—> Apply this to your program from ! .
task 2.2 b

—> Investigate performance diffs
Optional

- Work on task 2.9 (roofline model)

62 OpenACC on GPUs
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Lab Results | RWTH

Runtime [s]

2x Intel Skylake 6.18
(48 cores) OpenMP

OpenACC-Offload 181.93
OpenACC-Data

NVIDIA V100 SXM2 OpenACC-Tuning
(Volta, cc 7.0) OpenACC-Hetero

(1 GPU + 48 OMP threads)

OpenACC-MultiGPU
(2 GPUs + 48 OMP threads)
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RWTH/A/CHEN
Agenda | NesR

B Introduction to GPGPUs
- Motivation & Overview
- General Concepts: Offloading, Creating Parallelism, Memory Management

“ OpenACC Basics
—> Motivation & Ovewf W
- Offload Regions h y
- Data Management h’ b’

B Comparison of OpenACC & OpenMP Device Constructs

B OpenACC Advanced u
iy W

Latency Hiding & Occupancy h d

[Launch Configuration & Loop Schedules]

[Maximize Global Memory Throughput]

[Caching & Tiling]

[GPU-CPU interaction]

[Interoperability with CUDA QPL{ libraries]
Heterogeneous Computing

[Multiple GPUs h!l“a{"/ ]
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Recap: Directives (in examples): SAXPY
acc parallel, acc loop, data clauses

RWTH

int main(int argc, const char* argv[]) {
int n = 10240; float a = 2.0f; float b = 3.0f;
float *x = (float*) malloc(n * sizeof(float));
float *y = (float*) malloc(n * sizeof (float));
// Initialize x, y

// Run SAXPY TWICE

#pragma acc parallel copy(y[0:n]) copyin(x[0:n])
#pragma acc loop
for (int 1 0; i < n; ++i){
ylil] a*x[i] + yl[il];

}

// Modify y on host, do not touch x on host

#pragma acc parallel copy(y[0:n]) copyin(x[0:n])
#pragma acc loop

for (int 1 = 0; i < n; ++i){
y[i] = b*x[i] + yI[i];

}

free(x); free(y); return O;

}

65 OpenACC on GPUs
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I'a’ecan' NVIDIA Profiler

NVIDIA Visual Profiler W o Bl
File View Window Run Help
&g BH Q- Q@B FRIELEL A~
§ *NewSessionl ¢ = :8 = Properties 22 = E
\ 454.2 ms 454.3 ms 454.4 ms Stream 15
I=I Process "saxpy_openacc" (1... ~ Duration |
[=| Thread 2833035200 Session | 538 ms (537
en i
® i L e ena-] ]
110 § NI EEmEi N I

[=] Markers and Ranges
- Default Domain
- Profiling Overhead
[=] [0] Tesla V100-SXM2-16GB
[=I Context 1 (CUDA)
~ 57 MemCpy (HtoD)
~ 57" MemCpy (DtoH)
[=] Compute
- 54.6% main_63_g...
-5 45.4% main_77_g...
[=| Streams

[ orenis NI | r I 1
i —

[ Analysis Bl GPU Details 3% El Console i CPU Details [jif Settings N | B 9, A bl = (=
Name Start Time Duration Grid Size Block Size Regs Static SMem Dynamic SMem Size Throughput
Memcpy HtoD | 454.136 ms: 6.784 us nfa n/a nja n/a n/a i96 kB 6.038 GB/s
Memcpy HtoD 454.18 ms 6.208 us n/a n/a n/a n/a n/a 96 kB 6.598 GB/s
main_63_gpu : 454.261 ms 1.888 pus [80.1,1] [128,1,1] 16 0 0 n/a n/a
Memcpy DtoH | 454.337 ms 4.608 ps nfa nja n/a nfa n/z 196 kB 8.889 GB/s
Memcpy HtoD | 454.397 ms 6.24 us n/a nja nja nja n/a 96 kB 6.564 GB/s
Memcpy HtoD | 454.408 ms 6.176 us nja n/a n/a nja n/z 96 kB 6.632 GB/s
ranin 77 Ani i ASA A22 me 1560 ue fen1 11 1201 11 16 n n s ain S ———

%

OpenACC on GPUs
Dr. Sandra Wienke | IT Center, RWTH Aachen University



NVIDIA Profiler RWTH

(& Analysis 828 [g Details El Console [ Setting

Guided analysis
- GPU usage

=0 E 4 i
1. CUDA Application Analysis
The guided analysis system walks you through - Slﬂg|e kernel ana|YSiS

the various analysis stages to help you
understand the optimization opportunities in

your application. Once you become familiar I 1 1 I 1

with the optimization process, you can explore In CI u d es tl pS for O ptl mi Zatl on an d read In g
the individual analysis stages in an unguided .

mode. When optimizing your application it is m a.te“al

important to fully utilize the compute and data
movement capabilities of the GPU. To g2 s
you should look at your application' gocits
GPU usage as well as the performar

individual kernels,

& Low Kernel / Memcpy Efficiency | 3.488 s / 34.079 us = 0.102 ]
[, Examine GPU Usage The amount of time performing compute is low relative to the amount of time required for memcpy.

Determine your application's overall GF = @ Low Memcpy/Kernel Overlap [ 0 ns / 3.488 s = 0% |
This analysis requires an application tii
vour application will be run once to coll
not already available.

The percentage of time when memcpy is being performed in parallel with kernel is low.

& Low Kernel Concurrency|[ 0 ns / 3.488 ps = 0% |
uly Examine Individual Kern | The percentage of time when two kernels are being executed in parallel is low.

Determine which kernels are the most g 19 S A/ .y
@& 0ns/8.544 us = 0%
performance critical and that have the | Low Mewmcpy Overiap| 01 a3 ]

opportunity for improvement. This anall The percentage of time when two memory copies are being performed in parallel is low.
requires utilization data from every ker|
application will be run once to collectth ' & Low Compute Utilization [ 2.488 s / 530.27 ms = 0% ]
is not already available.
The multiprocessors of one or more GPUs are mostly idle.

i Compute Utilization

The device timeli h timate of th t of the total t ity bei d by the |
67 OpenACC on GPUs e aevice uimeline snows an estimate O e amount o e total compute capacuty eing use Y e ‘
Dr. Sandra Wienke | IT Centel i NVLink Analysis



Directives (in examples): SAXPY
acc parallel, acc loop, data clauses

RWTH

int main(int argc, const char* argv[]) {
int n = 10240; float a = 2.0f; float b = 3.0f;
float *x = (float*) malloc(n * sizeof(float));
float *y = (float*) malloc(n * sizeof (float));
// Initialize x, y

// Run SAXPY TWICE

#pragma acc parallel copy(y[0:n]) copyin(x[0:n])
#pragma acc loop
for (int 1 0; i < n; ++i){

ylil] a*x[i] + yl[il];

}

// Modify y on host, do not touch x on host

#pragma acc parallel copy(y[0:n]) copyin(x[0:n])
#pragma acc loop

for (int 1 = 0; i < n; ++i){
y[i] = b*x[i] + yI[i];

}

free(x); free(y); return O;

}

OpenACC on GPUs
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Directives (in examples): SAXPY RWTH
acc data

int main(int argc, const char* argv[]) ({
int n = 10240; float a = 2.0f; float b = 3.0f;
* = * * 1 . 5
float *x (float*) malloc(n S}zeof(float)), X remains on
float *y = (float*) malloc(n * sizeof (float)); the GPU il
// Initialize x, y < LInit

the end of the
// Run SAXPY TWICE data region.

#pragma acc data copyin(x[0:n])
{

#pragma acc parallel copy(y[0:n]) pfesent(x[0:n])

#pragma acc loop

for (int i 0; i < n; ++i){
yl[i] a*x[i] + ylil;

}
// Modify y on host, do not touch x on Rost

#pragma acc parallel copy(y[0:n]) pfesent(x[0:n])

#pragma acc loop

for (int 1i 0; i < n; ++i){
y[i] = b*x[i] + y[i];

}
} A
free(x); free(y); return O;

}

OpenACC on GPUs
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Directives (in examples): SAXPY RWTH
acc data

int main(int argc, const char* argv[]) ({
int n = 10240; float a = 2.0f; float b = 3.0f;
float *x = (float*) malloc(n * sizeof(float));
float *y = (float*) malloc(n * sizeof (float));
// Initialize x, y

X remains on
the GPU until

the end of the
// Run SAXPY TWICE data region.

#pragma acc data copyin(x[0:n])
{

#pragma acc paralleNgcmain: PGI Compiler Feedback
#pragma acc loop 48, Generating copyin(x[:n])
for (int i 0; i < n; -50, Generating copy(yl[:n])
y[il a*x[i] + vy Generating present(x[:n])
} Accelerator kernel generated
// Modify y on host, do i Generating Tesla code
#pragma acc parallel c 52, #pragma acc loop gang, vector (128)

#pfroa;gtr(lai.n:cic ::?pi < n'\ 60, Generat%ng copy(y[:n])
y[i] = b*x[i] + y Generating present(x[:n])
} Accelerator kernel generated
} Generating Tesla code
free (x); free(y); retur: 62, #pragma acc loop gang, vector (128)
: V
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Directives: Data regions & clauses

Data region

— Decouples data movement from offload regions

C/C++
fpragma acc data [clauses]

Fortran
!Sacc data [clauses]

'Sacc end data

Data clauses

—> Triggers data movement of denoted arrays

- If cond true, move data to accelerator.....................
- H2D-copy at region start + D2H at region end..........
- Only H2D-copy at region start .
- Only D2H-copy at region end .
—> Allocates data on device, no copy to/from host .........
— Datais already ondevice ..o,
= See Tuning slides..........cooiiiiiiii

OpenACC on GPUs
Dr. Sandra Wienke | IT Center, RWTH Aachen University

RWTH

C/C++, Fortran
1f (cond)
copy (list)

_|copyin(list)
_|copyout (list)

create (list)
present (list)
deviceptr(list)

background OpenACC




Data Movement RWTH

Data clauses can be used on data, kernels Or parallel

- copy, copyin, copyout, present, create, deviceptr,

no create, copyin(readonly)

Since OpenACC 2.5:

copy[in|out] = present or copylin|out] = pcopyl[in]|out]

copy (also copyin, copyout)

— Checks whether data on device, if not: copies data

create

— Does not copy any data, just creates it on the device

deviceptr

- See section “Interoperability with CUDA & GPU Libraries”
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Unstructured Data Lifetime

Structured data lifetime

- Applied to a region

RWTH

Unstructured data lifetime
- enter data: allocates (+ copies)

data to device memory

- exit data: deallocates (+ copies)

data from device memory

#pragma acc data copyin(x[0:n]) \
create(y[0:n])

{
// data lifetime

} /4

73 OpenACC on GPUs
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class Matrix {

Matrix () {
v = new double[n];
#pragma acc enter data copyin(this)
#pragma acc enter data create(v[0:n])

}

~Matrix () {
#pragma acc exit data delete(v[0:n], this)
delete[] v;

}
private: Also possible:

double* v; copyout 7
}




Directives (in examples): SAXPY RWTH

acc enter data

int main(int argc, const char* argv[]) ({

int n = 10240; float a = 2.0f; float b = 3.0f;
float *x = (float*) malloc(n * sizeof(float));
float *y = (float*) malloc(n * sizeof (float));

// Initialize x, y

// Run SAXPY TWICE

More on data management (update

#pragma acc enter data copyin(x[0:n]) clause) in Heterogeneous Computing.

#fpragma acc parallel copX(y[0:n]) present(x[0:n])

#pragma acc loop

for (int i
yl[il]

0; 1i < n; ++i){ 48,
a*x[1] + y[il; |50,

}

// Modify y on host, do not tou

#pragma acc parallel copy(yl
#pragma acc loop

}

for (int i
yl[i]

0; 1i < n; ++i){
b*x[i] + y[i]; ©0,

}

free(x); free(y); return O;

OpenACC on GPUs
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main: PGI Compiler Feedback

Generating enter data copyin(x[:n])
Generating copy(y[:n])

Generating present (x[:n])

Accelerator kernel generated
Generating Tesla code

52, #pragma acc loop gang, vector (128)
Generating copy(yl:n])

Generating present(x[:n])

Accelerator kernel generated
Generating Tesla code

62, #pragma acc loop gang, vector (128)



Directives: Unstructured Data Lifetime

Enter data construct

RWTH

—> Allocation (& copy) of scalars and (sub-)arrays in(to) device memory
- Remain there until end of program or corresponding exit data call

C/C++

#pragma acc enter data clause-list
Fortran

!Sacc enter data clause-list

— Specific clauses for copy or just creation..........

Exit data construct

C/C++, Fortran
copyin(list)
create (list)

— (Copies data to host memory &) deletes data from device memory

C/C++

fpragma acc exit data clause-1list
Fortran

!Sacc exit data clause-1ist

- Specific clauses for copy or deletion................
Clauses valid for both: if, async, wait

75 OpenACC on GPUs
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C/C++, Fortran
copyout (list)
delete (list)
finalize

background OpenACC




Summary RWTH

Optimizing code with explicit data transfers

—> Structured: data region
- Unstructured: enter data, exit data
- Within data environment (see later): update

— Clauses: copy, copyin, copyout,...
Compiler and Runtime feedback

- Where is the data moved?

- How much time is spent with data movement?
Using NVIDIA Visual Profiler with OpenACC
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Hands-On RWTH

Data motion optimization of your first OpenACC program
— Use structured data regions to minimize data movement across the PCI bus

- Use parallel and loop directives on all loops that read or write the data
within the data regions Exercises

- Follow TODOs in GPU/exercises/task2 23-24

— If you use your own code version, use interactive.sh fronWtask?2

! Y

Optional (only if you have completed task

- Work on task 2.8 (eliminating
data swapping)

Optional

- If not already done, work on task 2.9

(roofline model)
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Lab Results | RWTH

Runtime [s]

2x Intel Skylake 6.18
(48 cores) e
OpenACC-Offload 181.93
OpenACC-Data 3.34

NVIDIA V100 SXM2 OpenACC-Tuning
(Volta, cc 7.0) OpenACC-Hetero

(1 GPU + 48 OMP threads)

OpenACC-MultiGPU
(2 GPUs + 48 OMP threads)
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Development Tips RWTH

Favorable for parallelization: (nested) loops
—> Large loop counts to compensate (at least) data movement overhead
- Independent loop iterations

Think about data availability on host/ GPU

- Use data regions to avoid unnecessary data transfers

— Specify data array shaping (may adjust for alignment)
Verifying execution on GPU
- See PGI compiler feedback. Term “Accelerator kernel generated”

needed.

— See information on runtime (more details in the hands-on session):

export ACC NOTIFY=3

OpenACC on GPUs
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Development Tips RWTH

Conditional compilation for OpenACC
- Macro OPENACC
Using pointers (C/C++)
= Problem: compiler can not determine whether loop iterations that access

pointers are independent = no parallelization possible
—> Solution (if independence is actually there)
—>Use restrict keyword: float *restrict ptr;
—>Use compiler flag: —ansi-alias (PGI)
—~>Use OpenACC loop clause: independent

— Prefer array notation over pointer arithmetic: array[2] instead of

* (array+2)
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Development Tips RWTH

Runtime measurements

- GPU needs time to initialize (up to a couple of seconds, depending on GPU)
= Might get included into runtime measurements & influence short runtimes

- Exclude GPU initialization from measurements by calling

acc_init (acc device nvidia), #pragma acc init (acc device nvidia)
— Simple profile (that also shows the init time) by
—>Compiler flag: -ta=nvidia, time
- Environment variable: PGI_ACC_TIME=1

Setup information

- Information on GPU type, hardware details and configuration
- NVIDIA: Download CUDA SDK, run deviceQuery

- PGI: pgaccelinfo (also specifies needed compiler flags for OpenACC)
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RWTH/A/CHEN
Agenda | NesR

@ Introduction to GPGPUs
- Motivation & Overview
- General Concepts: Offloading, Creating Parallelism, Memory Management

B OpenACC Basics
- Motivation & OveW eyy

\bf
- Offload Regions h, P"”
- Data Management ‘u’

“ Comparison of OpenACC & OpenMP Device Constructs

B OpenACC Advanced 7 W
Latency Hiding & Occupancy -&(
Launch Configuration & Loop Schedules
[Maximize Global Memory Throughput]
[Caching & Tiling]

[GPU-CPU interaction]

[Interoperability with CUDA & GPU L|brar|es]
Heterogeneous Computlng hl \ -’
[Multiple GPUs h/ ! "
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Introduction ‘ RWTH

OpenMP = de-facto standard for shared-memory parallelization

- From 1997 until now
OpenMP

Since 2009: OpenMP Accelerator sub-
committee

http://www.OpenMP.org

- Sub group wanted faster development: OpenACC
RWTH Aachen

University is a member
of the OpenMP

ldea: include lessons learnt into OpenMP standard

OpenACC Architecture Review
- Initiated by Cray, CAPS, PGI, NVIDIA Board (ARB) since 2006.
Main topics:
— 2011: specification v1.0 = Thread affinity
» Tasking

= Tool support
= Accelerator support

Some content of the following slides has been

OpenACC on GPUs developed by James Beyer (Cray) and Eric Stotzer
Dr. Sandra Wienke | IT Center, RWTH Aachen University (TI), the leaders of the OpenMP for Accelerators

subcommittee.



Offloading Computation RWTH

Use target construct to

- Transfer control from the host to the target device

- Map variables between the host and target device data environments
Host thread waits until offloaded region completed

- Use other OpenMP tasks for asynchronous execution

#pragma omp target map (to:b,c,d) map(from:a)
{
#pragma omp parallel for
for (i=0; i<count; i++) {
ali] = bl[i] * ¢ + d;
}
}
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RWTH

Device Data Environment

The map clauses determine how an original variable in a data
environment is mapped to a corresponding variable in a
device data environment.

Host Device
i 11 )
N alloc|..
TP ;;_;;i to(..)
T 11
TT ppg v L L1
EEEEEL L] / #fpragma omp target \
@ map (alloc:...) \
from(...) map (to:...) \
B map (from:...)
{ ... 1}

OpenACC on GPUs
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RWTH

Mapping data (not necessarily a copy)

Shared memory

HHH

Memory

The corresponding variable in the
device data environment may share
storage with the original variable.

Writes to the corresponding variable
may alter the value of the original
variable.

OpenACC on GPUs
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Distributed memory

Memory X

|
==

Memory Y




Overview on OpenACC & OpenMP
Device Capabilities

Comparison of Constructs

OpenACC
parallel
parallel
kernels
loop

data

enter data
exit data
update
host_data
cache

tile
declare
routine

OpenACC on GPUs

OpenMP
target
teams, parallel

distribute, do, for, simd
target data

target enter data

target exit data

target update

target data use_device_ptr

declare target
declare target

Dr. Sandra Wienke | IT Center, RWTH Aachen University

RWTH

Description of constructs/ clauses
offload work

create in par. running threads
compiler finds parallelism
worksharing across parallel units
manage data transfers (block)
unstructured data lifetime: to and from
the device

data movement in data environment
interoperability with CUDA/ libs
advice to put objects to closer memory
strip-mining of data

declare global, static data

for function calls



Overview on OpenACC & OpenMP RWTH
Device Capabilities

Comparison of Constructs

OpenACC OpenMP Description of constructs/ clauses
async(int) target depend nowait async. exec. w/ dependencies
wait taskwait sync of streams/ tasks
async wait [taskwait depend] async. waiting
parallel in parallel parallel in parallel/ team  nested parallelism
device_type device-specific clause tuning
atomic atomic atomic operations
sections non-iterative worksharing
critical block executed by master
master, single block executed by one thread
barrier synchronization of threads

OpenACC on GPUs
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SAXPY (GPU)

RWTH

OpenACC
int main(int argc, const char¥*
argv[]) {
float *x = (float*) malloc(n *

sizeof (float));

float *y = (float*) malloc(n *
sizeof (float)) ;

// Define scalars n, a & init x, vy

// Run SAXPY
#pragma acc parallel loop \

copyin(x[0:n]) copy(y[0:n])

for (int i =
y[il =

0; i < n; i++){
a*x[3j] + yl[3];
}

free(x); free(y); return O;

}

OpenACC on GPUs
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OpenMP
int main(int argc, const char¥*
argv[]) {
float *x = (float*) malloc(n *

sizeof (float)) ;

float *y = (float*) malloc(n *
sizeof (float)) ;

// Define scalars n, a & init x, y

// Run SAXPY

#pragma omp target map(to:x[0:n]) \
map (tofrom:y[0:n])

#pragma omp teams distribute \
parallel for simd

for (int 1 = 0; 1 < n; i++) {
y[3l = a*x[J] + yl[3l~

}

free(x); free(y), return O;

}




OpenACC & OpenMP Support by
Compilers

‘R\Nﬂ'l

Cray OpenACC for NVIDIA GPUs OpenMP 4.0 for NVIDIA GPUs
'c_ﬁ IBM XL - OpenMP 4.5 for NVIDIA GPUs
é Intel - [OpenMP 4.5 for Intel Xeon Phis]
3 PGl OpenACC for NVIDIA GPUs and - (no offloading support)
multicore CPUs
GNU OpenACC for NVIDIA GPUs OpenMP 4.5 for NVIDIA GPUs
Clang/LLVM [CLACC] OpenMP 4.5 for NVIDIA GPUs
¢ Omni OpenACC 1.0 for NVIDIA GPUs - (no offloading support)
= OpenARC OpenACC 1.0 for ? - (no offloading support)
OpenUH OpenACC 2.0 for NVIDIA GPUs - (no offloading support)

and HSA

OpenACC on GPUs
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Information collected by Jonas Hahnfeld. Thanks!
(as of December 2016 with some updates)



