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Introduction
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OpenMP and Performance

And your code will scale

If you do things in the right way

Easy =/= Stupid

You can get good performance with OpenMP
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Ease of Use ?
The ease of use of OpenMP is a mixed blessing

(and I still prefer it over the alternative)

�5

Ideas are easy and quick to implement
(relative to some other programming models)

But certain performance problems may be masked

We start with the easy part however
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About Caches
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About Caches

For cost and performance reasons, a modern 
processor has a hierarchy of caches 

Some caches are private to a core, others are shared

Let’s look at a typical example

Caches are fast buffers, used for data and instructions

�7
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A Typical Memory Hierarchy
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Capacity Increases

Speed Decreases

The unit of transfer 
is a “cache line”

A cache line contains 
multiple elements
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Things You Need To Know
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The Basics For All Users

Never tune your code without using a profiler

Do not share data unless you have to
(in other words, use private data as much as you can)

Do not parallelize what does not matter

�10

One “parallel for” is fine. More is EVIL.

Think BIG
(maximize the size of the parallel regions)
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The Wrong and Right Way Of Doing Things
#pragma omp parallel for
 { <code block 1> }

#pragma omp parallel for
 { <code block n> }

Parallel region overhead repeated “n” times 
No potential for the “nowait” clause

#pragma omp parallel
{
   #pragma omp for
   { <code block 1> }

   #pragma omp for nowait
   { <code block n> }
} // End of parallel region

Parallel region overhead only once 
Potential for the “nowait” clause
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More Basics (Yes, Also For You)

The same is true for locks
(use atomic constructs where possible)

Every barrier matters
(and please use them carefully)

�12

EVERYTHING Matters
(minor overheads get out of hand eventually)
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Amdahl’s Law

If 80% of this run time can execute in parallel,
the time using 4 threads is 80/4+20 = 40 seconds

Suppose your code needs 100 seconds to run

This means your program is 2.5x faster, not 4x
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Amdahl’s Law Using 16 Threads
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Morale

The BIG issue is that the serial, single thread, 
part of your code will dominate sooner than later

Amdahl’s Law shows that you need to parallelize a 
significant fraction of the run time to see a decent 

speed up for higher thread counts

�15
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About Single Thread Performance and Scalability

Why? If your code performs badly on 1 core, what do 
you think will happen on 10 cores, 20 cores, … ?

You have to pay attention to single thread 
performance

Scalability can mask poor performance!
(a slow code tends to scale better …)
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The Joy Of Computer Memory
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When Do Things Get Harder?

There are however two cases to watch out for

Memory Access “Just Happens”

�18

NUMA and False Sharing

They have nothing to do with OpenMP as such by the 
way and are a characteristic of shared memory
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What is False Sharing?

Happens when multiple threads access the same 
cache line at the same time

A corner case, but it may affect you

�19

This results in the cache line to move around
(plus the additional cost of the cache coherence)
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An Example of False Sharing

�20

#pragma omp parallel shared(a)
{
   int TID = omp_get_thread_num()

   a[TID] = 0.0;

} // End of parallel region

a[TID] = 0.0; // False Sharing

0.0 TID = 0

0.0 0.0 TID = 1

TID = 20.0 0.0 0.0

0.0 0.0 TID = 30.0 0.0

Vector a
0 1 2 3
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Now Things Are About To Get “Interesting”

Non-Uniform Memory Access (“NUMA”) is much more 
general and most likely affects your code

False Sharing is an important corner case

�21

The remainder of this talk is about NUMA
(you still have 10 seconds to leave, but please don’t scream too loudly)
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Motivation Of This Work
Question: “Why Do You Rob Banks ?”

Question: “Why Do You Focus On Memory ?”

Answer: “Because That’s Where The Money Is”
Willie Sutton – Bank Robber, 1952

Answer: “Because That’s Where The Bottleneck Is”
Ruud van der Pas – Performance Geek, 2019

�22
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NUMA in Contemporary Systems
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Modern Times

This is no longer true and therefore a concern to all

The tricky thing is that “things just work”

But do you know how efficiently your code performs?

Non-Uniform Memory Access (“NUMA”) used to be the 
realm of large servers only

�24
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A Generic Contemporary NUMA System

M
em

or
y

M
em

or
y

LL
C Cores

LL
C Cores

LL
CCores

LL
CCores

M
em

ory
M

em
ory

Cache Coherent
Interconnect



Help, I Lost My Memory! What Now?

The Developer’s View
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The NUMA View

Shared data is accessible to all threads

You don’t know where the data is and it doesn’t matter

Unless you care about performance …..

Memory is physically distributed, but logically shared

�27
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Local Versus Remote Access Times

My
Threads

My
Threads

My
Threads

My Thread
Executes Here

Local Access
(Fast) Remote Access

(Slow)
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Terminology - Hardware Thread IDs and Strands

To avoid confusion with (OpenMP) threads, we use 
“strand” for a Hardware Thread
Each strand has a unique ID
(plus a certain amount of hardware “state”)

A Hardware Thread is also called a “strand”

Use the “lscpu” tool in Linux to see them

�29
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Example “lscpu” output*

*) Other information shown has been omitted here

$ lscpu
…… <lines removed> ……

NUMA node0 CPU(s): 0-25,52-77
NUMA node1 CPU(s): 26-51,78-103

Each NUMA node has 26 cores
Each core has 2 strands (e.g. {0,52} or {51,103})

There are two NUMA nodes: 0 and 1

�30
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More NUMA Details With “numactl -H”
available: 2 nodes (0-1)
node 0 cpus: 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 52 53 
54 55 56 57 58 59 60 61 62 63 64 65 66 67 68 69 70 71 72 73 74 75 76 77
node 0 size: 385386 MB
node 0 free: 384584 MB
node 1 cpus: 26 27 28 29 30 31 32 33 34 35 36 37 38 39 40 41 42 43 44 45 46 47 48 49 50 
51 78 79 80 81 82 83 84 85 86 87 88 89 90 91 92 93 94 95 96 97 98 99 100 101 102 103
node 1 size: 387061 MB
node 1 free: 386796 MB

node distances:
node   0   1
  0:  10  21
  1:  21  10

Table with relative latencies
 (normalized to 10)

�31
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This Is The Underlying System - 52 cores, 104 strands
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A Real World NUMA System
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The AMD EPYC Processor at a High Level

Die 0 Die 1

Die 2 Die 3

Note: The die numbering is only shown for illustrative purposes, the true numbering may be in a different order
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The AMD EPYC Processor
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A Two Socket AMD EPYC System
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AMD EPYC - Relative Distances (4 cases) 

3. Access to the remote processor, but to the directly 
connected die ?

4. Access to the remote processor, but to 
the indirectly connected die

?

1. Access to memory directly connected to the die ??

2. Access to memory on the same processor ??
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Relative Latencies in a 2 Socket AMD EPYC System

Node 0 1 2 3 4 5 6 7
0 10 16 16 16 32 32 32 32
1 16 10 16 16 32 32 32 32
2 16 16 10 16 32 32 32 32
3 16 16 16 10 32 32 32 32
4 32 32 32 32 10 16 16 16
5 32 32 32 32 16 10 16 16
6 32 32 32 32 16 16 10 16
7 32 32 32 32 16 16 16 10

Output from “numactl -H”

Something is not right here ….
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About NUMA and Data Placement
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The First Touch Data Placement Policy (“First Touch”)

The First Touch Placement Policy allocates the data 
page in the memory closest to the thread accessing 
this page for the first time

This policy is the default on Linux and other OSes

And makes sense because it is the right thing to do for 
a sequential application

So where does data get allocated then?

�40
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First Touch and Parallel Computing

Then all the data ends up in the memory of a single node

First Touch works fine, but what if a single thread 
initializes most, or all of the data ?

This increases access times for certain threads and may 
cause congestion at the memory controller

Luckily, the solution is (often) surprisingly simple

�41
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An Example

 for (int i=0; i<n; i++)
     a[i] = 0;

All data is in a single node

One thread executes this loop

�42
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Leverage First Touch!
#pragma omp parallel for

 for (int i=0; i<n; i++)
     a[i] = 0;

The data is spread out

Four threads execute this loop

�43
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How To Leverage First Touch?

Parallelize the data initialization part!

#pragma omp parallel for schedule(static)
for (int i=0; i<n; i++)
    a[i] = 0;

Now, each thread has a slice of “a” in its local memory

�44
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The Tricky Part

Q: How about I/O ?

A: Add a redundant initialization prior to reading the data

Q: What if the data access pattern is irregular?

A: Randomize the data placement (and attend my talk at PPCES 2020 ;-))
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About Memory Allocations

Do not use “calloc” for global memory allocation

Okay to use within a single thread
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OpenMP Support for NUMA Systems
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OpenMP Support For Thread Affinity

• The data is where it is
• Move a thread to the data it needs most

There are two environment variables to control this

Philosophy:

�48
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The Affinity Related OpenMP Environment Variables

OMP_PROC_BIND

OMP_PLACES

Defines where threads may run

Defines how threads map onto the OpenMP places

Note: Highly recommended to also set OMP_DISPLAY_ENV=verbose

�49
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An Example

And they should be placed on cores as far away from 
each other as possible:

Threads are scheduled on the cores in the system: 

$ export OMP_PLACES=cores

$ export OMP_PROC_BIND=spread

�50
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The OMP_PLACES Environment Variable

Value Definition

sockets [<n>] Threads are scheduled on sockets

cores [<n>] Threads are scheduled on cores

threads [<n>] Threads are scheduled on strands

“user defined set” Use strand IDs to schedule threads

�51



Help, I Lost My Memory! What Now?

Examples OMP_PLACES

Use Strand IDs 0, 8, 16, and 24:

Threads are scheduled on the sockets in the system: 

$ export OMP_PLACES=sockets

$ export OMP_PLACES=“{0},{8},{16},{24}”

�52
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The OMP_PROC_BIND Environment Variable

Value Definition

master Schedule threads in the same place where 
the master thread is executing

close Keep threads “close” in terms of the places

spread Spread threads as far as possible in terms of 
the places

�53
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Examples How To Define Places On This System
The first strand on each core in the first socket:

$ export OMP_PLACES=“{0},{1},{2},….,{25}”

Using a more compact notation:

$ export OMP_PLACES=“{0}:26:1”

Start ID
Count

Increment

NUMA node0 CPU(s): 0-25,52-77
NUMA node1 CPU(s): 26-51,78-103

�54
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Another Example
The first strand in the first 4 cores in socket 0, and the 
second strand in the first 4 cores in socket 1

$ export OMP_PLACES=“{0}:4:1,{78}:4:1”

NUMA node0 CPU(s): 0-25,52-77
NUMA node1 CPU(s): 26-51,78-103

�55
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Data location depends where 
threads execute

Remember?
#pragma omp parallel for

 for (int i=0; i<n; i++)
     a[i] = 0;

Four threads execute this loop

Now the data is spread out

�56

$ export OMP_PLACES=sockets
$ export OMP_PROC_BIND=spread

Use Affinity Controls

The data is spread outWishful Thinking !
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A Performance Tuning Example
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The Matrix Times Vector Test Code
#pragma omp parallel for default(none) \ 
        shared(m,n,a,b,c) 
for (int i=0; i<m; i++) 
{ 
  double sum = 0.0; 
  for (int j=0; j<n; j++) 
     sum += b[i][j]*c[j]; 
  a[i] = sum; 
} = *

j

i

�58
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The System Used

Each NUMA node has 8 cores with 2 strands each

AMD EPYC server with 2 sockets

Consists of 2*4 = 8 NUMA nodes according to “lscpu”

In total 64 cores and 128 strands

�59
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The NUMA Nodes Of The System
$ lscpu
       ……
NUMA node0 CPU(s): 0-7,64-71
NUMA node1 CPU(s): 8-15,72-79
NUMA node2 CPU(s): 16-23,80-87
NUMA node3 CPU(s): 24-31,88-95
NUMA node4 CPU(s): 32-39,96-103
NUMA node5 CPU(s): 40-47,104-111
NUMA node6 CPU(s): 48-55,112-119
NUMA node7 CPU(s): 56-63,120-127
       ……
$

node distances:
node   0   1   2   3   4   5   6   7
  0:  10  16  16  16  32  32  32  32
  1:  16  10  16  16  32  32  32  32
  2:  16  16  10  16  32  32  32  32
  3:  16  16  16  10  32  32  32  32
  4:  32  32  32  32  10  16  16  16
  5:  32  32  32  32  16  10  16  16
  6:  32  32  32  32  16  16  10  16
  7:  32  32  32  32  16  16  16  10
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The OpenMP Affinity Setup*

For example: 
Use the first two strands in each NUMA node of the system

Threads are evenly distributed across the cores and nodes

The next slide shows how to do this in OpenMP

*) For this kind of CPU intensive algorithm, the second strand is not meaningful to use

�61
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Example Using OpenMP Affinity
$ OMP_PLACES={0}:2:1,{8}:2:1,{16}:2:1,{24}:2:1
$ OMP_PLACES+=,{32}:2:1,{40}:2:1,{48}:2:1,{56}:2:1
$ export $OMP_PLACES

$ export OMP_PROC_BIND=close

$ export OMP_NUM_THREADS=16

$ ./a.out

�62
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A Straightforward Data Initialization
 

   
   for (int64_t j=0; j<n; j++)
       b[j] = 1.0;
   
   for (int64_t i=0; i<m; i++) {
       c[i]   = -2019;
       for (int64_t j=0; j<n; j++)
           a[i][j] = i;
   }
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A NUMA Friendly Data Initialization
#pragma omp parallel
{
   #pragma omp for
   for (int64_t j=0; j<n; j++)
       b[j] = 1.0;
   #pragma omp for
   for (int64_t i=0; i<m; i++) {
       c[i]   = -2019;
       for (int64_t j=0; j<n; j++)
           a[i][j] = i;
   }
} // End of parallel region
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The Performance Using Two Sockets (64 cores)
Performance of the matrix-vector algorithm (4096x4096)
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Something To Think About
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Conclusions

And more support has been added in OpenMP 5.0

OpenMP has elegant, yet powerful, support for NUMA

Data and thread placement matters (a lot)

Important to leverage First Touch Data Placement
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Food For Thought

NUMA and Virtualization ?

Drinks
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Thank You And … Stay Tuned!

ruud.vanderpas@oracle.com


