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Main Targeted Usage Model

Native VE Program
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▌Compile for VE
●Fortran, C, C++, (LLVM, with intrinsics)
●Auto-vectorize, “easy”

▌Run on VE
●Rare syscalls
●Rare or no context switches
● IO
●OpenMP, MPI

MPI comm MPI comm
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Main Targeted Usage Model

Native VE Program with VH offloading
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▌Special syscall: ve_sysve (316) 
▌VHcall

●Load dynamic library on VH
●Call function inside dynamic library, run it on VH!
●Transfer data from/to VE
●A little peculiar API (will be improved soon)
●Synchronous! (work in progress: async)
●Optimal for IO, pre- and post-processing

Run on VH

▌Compile for VE
●Fortran, C, C++, (LLVM)
●Auto-vectorize, “easy”

▌Run on VE
●Rare syscalls
●Rare or no context switches
● IO
●OpenMP, MPI
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VHcall API

Original program

VH.soVH kernels

VE main prog VE exec

Compile
(ncc, nc++, ...)

▌C, C++, Fortran program (VE)
●Find scalar, unvectorizable “kernels” that need to run on VH
●Eg. IO, pre-processing, post-processing, code using unported 

library
●Collect VE “kernels” in separate source(s) 

▌VH code
●Compile as shared library for VH

•  -fpic   -shared
•Eg. with gcc, g++, gfortran or clang++

▌VE main program
●Add logic for VH offloading
●yum install veos-devel
●#include <libvhcall.h>

▌Note
●VHcall is synchronous!
●Except if you spawn a thread on VH side, etc...
●Think about VE-VH data transfers!

Add VHcall 
logic

Compile
(gcc, g++, ...)

runrun

VE program with callout into VH
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VHcall API

Original program

VH.soVH kernels

VE main prog VE exec

Compile
(ncc, nc++, ...)

▌C, C++, Fortran program (VE)
●Find scalar, unvectorizable “kernels” that need to run on VH
●Eg. IO, pre-processing, post-processing, code using unported 

library
●Collect VE “kernels” in separate source(s) 

▌VH code
●Compile as shared library for VH

•  -fpic   -shared
•Eg. with gcc, g++, gfortran or clang++

▌VE main program
●Add logic for VH offloading
●yum install veos-devel
●#include <libvhcall.h>

▌Note
●VHcall is synchronous!
●Except if you spawn a thread on VH side, etc...
●Think about VE-VH data transfers!

Add VHcall 
logic

Compile
(gcc, g++, ...)

runrun

VE program with callout into VH
VHcall API         https://veos-sxarr-nec.github.io/libsysve/md_doc_VHCall.html

vhcall_install()                 loads a VH shared library.
vhcall_find()                    searches an address of a symbol a function in the VH library.

vhcall_args_alloc()              allocates VHCall arguments object (vhcall_args).
vhcall_args_set_i8()             sets a 8-bit signed integer argument.
vhcall_args_set_u8()             sets a 8-bit unsigned integer argument.
vhcall_args_set_i16()            sets a 16-bit signed integer argument.
vhcall_args_set_u16()            sets a 16-bit unsigned integer argument.
vhcall_args_set_i32()            sets a 32-bit signed integer argument.
vhcall_args_set_u32()            sets a 32-bit unsigned integer argument.
vhcall_args_set_i64()            sets a 64-bit signed integer argument.
vhcall_args_set_u64()            sets a 64-bit unsigned integer argument.
vhcall_args_set_float()          sets a single precision floating point number argument.
vhcall_args_set_double()         sets a double precision floating point number argument.
vhcall_args_set_complex_float()  sets a single precision floating point complex object argument.
vhcall_args_set_complex_double() sets a double precision floating point complex object argument.
vhcall_args_set_pointer()        sets VH function argument of pointer type.
vhcall_args_set_veoshandle()     sets VH function argument of pointer to VEOS handle.
vhcall_args_clear()              clears arguments set in VHCall arguments object.
vhcall_args_free()               frees VHCall arguments object.

vhcall_invoke_with_args()        invokes a function on VH side with passing arguments.
vhcall_invoke()                  invokes a function on VH side with old style arguments.
vhcall_uninstall()               unloads a VH shared library.

VHcall API         https://veos-sxarr-nec.github.io/libsysve/md_doc_VHCall.html

vhcall_install()                 loads a VH shared library.
vhcall_find()                    searches an address of a symbol a function in the VH library.

vhcall_args_alloc()              allocates VHCall arguments object (vhcall_args).
vhcall_args_set_i8()             sets a 8-bit signed integer argument.
vhcall_args_set_u8()             sets a 8-bit unsigned integer argument.
vhcall_args_set_i16()            sets a 16-bit signed integer argument.
vhcall_args_set_u16()            sets a 16-bit unsigned integer argument.
vhcall_args_set_i32()            sets a 32-bit signed integer argument.
vhcall_args_set_u32()            sets a 32-bit unsigned integer argument.
vhcall_args_set_i64()            sets a 64-bit signed integer argument.
vhcall_args_set_u64()            sets a 64-bit unsigned integer argument.
vhcall_args_set_float()          sets a single precision floating point number argument.
vhcall_args_set_double()         sets a double precision floating point number argument.
vhcall_args_set_complex_float()  sets a single precision floating point complex object argument.
vhcall_args_set_complex_double() sets a double precision floating point complex object argument.
vhcall_args_set_pointer()        sets VH function argument of pointer type.
vhcall_args_set_veoshandle()     sets VH function argument of pointer to VEOS handle.
vhcall_args_clear()              clears arguments set in VHCall arguments object.
vhcall_args_free()               frees VHCall arguments object.

vhcall_invoke_with_args()        invokes a function on VH side with passing arguments.
vhcall_invoke()                  invokes a function on VH side with old style arguments.
vhcall_uninstall()               unloads a VH shared library.

https://veos-sxarr-nec.github.io/libsysve/md_doc_VHCall.html
https://veos-sxarr-nec.github.io/libsysve/md_doc_VHCall.html
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Vhcall with Fortran

▌https://github.com/efocht/vhcall-example
●Module File vhcall-fortran.F03
●Courtesy of Matthias Langer, ZAMG Vienna

Fortran Module for VHcall

Fortran example (code fragments)

USE, INTRINSIC :: ISO_FORTRAN_ENV
USE, INTRINSIC :: ISO_C_BINDING
USE vhcall_fortran

INTEGER, PARAMETER :: maxLen=100
CHARACTER (KIND=C_CHAR,LEN=*), PARAMETER :: msg='Hello, This is VE'
CHARACTER (KIND=C_CHAR,LEN=maxLen), TARGET :: charBuffer
TYPE (C_PTR)                    :: ca=C_NULL_PTR
INTEGER (KIND=C_SIZE_T)         :: bufLen
TYPE (C_PTR)                    :: buf

handle = vhcall_install (TRIM(vhcall_solib)//C_NULL_CHAR)
symid_1 = vhcall_find (handle, TRIM(symbol_1)//C_NULL_CHAR)

charBuffer=msg//C_NULL_CHAR
bufLen = maxLen
buf = C_LOC(charBuffer)

ca = vhcall_args_alloc(ca)

Fortran example (code fragments)

USE, INTRINSIC :: ISO_FORTRAN_ENV
USE, INTRINSIC :: ISO_C_BINDING
USE vhcall_fortran

INTEGER, PARAMETER :: maxLen=100
CHARACTER (KIND=C_CHAR,LEN=*), PARAMETER :: msg='Hello, This is VE'
CHARACTER (KIND=C_CHAR,LEN=maxLen), TARGET :: charBuffer
TYPE (C_PTR)                    :: ca=C_NULL_PTR
INTEGER (KIND=C_SIZE_T)         :: bufLen
TYPE (C_PTR)                    :: buf

handle = vhcall_install (TRIM(vhcall_solib)//C_NULL_CHAR)
symid_1 = vhcall_find (handle, TRIM(symbol_1)//C_NULL_CHAR)

charBuffer=msg//C_NULL_CHAR
bufLen = maxLen
buf = C_LOC(charBuffer)

ca = vhcall_args_alloc(ca)

argNum = 0
iRet = vhcall_args_set_pointer (ca, VHCALL_INTENT_INOUT, 
argnum, buf,bufLen)

argNum =  1
i32Val = -1
iRet = vhcall_args_set_i32 (ca, argNum, i32Val)

argNum =  2
fltVal = -1.111
iRet = vhcall_args_set_float (ca, argNum, fltVal)

retVal = -1
iRet = vhcall_invoke_with_args (symid_1, ca, C_LOC(retVal) )

PRINT * ,'[VE] buffer, message to VH: ', charBuffer

CALL vhcall_args_free (ca)
iRet = vhcall_uninstall (handle);

argNum = 0
iRet = vhcall_args_set_pointer (ca, VHCALL_INTENT_INOUT, 
argnum, buf,bufLen)

argNum =  1
i32Val = -1
iRet = vhcall_args_set_i32 (ca, argNum, i32Val)

argNum =  2
fltVal = -1.111
iRet = vhcall_args_set_float (ca, argNum, fltVal)

retVal = -1
iRet = vhcall_invoke_with_args (symid_1, ca, C_LOC(retVal) )

PRINT * ,'[VE] buffer, message to VH: ', charBuffer

CALL vhcall_args_free (ca)
iRet = vhcall_uninstall (handle);
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VE as an Accelerator: VEO

Hybrid VH - VE ProgramHybrid VH - VE Program
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▌Main program runs on VH
●Multi-threaded, or interactive (!)
●Any language (in principle...)
●Uses x86_64 capabilities
●Any MPI, any interconnect

▌VE Offloaded kernels
●Single thread or OpenMP
●Simpler than full program

▌VE Offloaded kernels
●No MPI, no significant IO, no networking

▌Yes, PCIe is a bottleneck
●Keep data on VE, if possible

▌Many accelerated applications out there!
▌Let the VE do what it’s good at!
▌And the VH too!

offload

kernel

offload

kernel

Return
results

offload

kernel

Return
results

Return
results

offload

kernel

run

Return
results

exit
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▌Many accelerated applications out there!
▌Let the VE do what it’s good at!
▌And the VH too!

▌VEO kernels are easy to code!
●C, C++, Fortran
●C is simpler to handle by VEO
●Easy to develop & test separately

▌VEO kernels can do more
●Syscalls, Linux alike (some 

limitations)
● IO, “shared memory”, ...
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VEO Overview: HOWTO

Original program

VE .soVE kernels

VH main prog VH exec

Compile
(gcc, g++, ...)

alternatively

Run

▌Original C or C++ program (VH)
●Find “kernels” that need to run on VE
●Collect VE “kernels” in separate source(s) 

▌VE code
●Compile as shared library for VE

• Eg. with ncc or nc++
• Static library is possible (different)

●Test and tune as native VE programs with 
wrapper

▌VH main program
●Add logic for VE offloading
●Compile, eg. with gcc, g++
●Run on VH
●VE shared library will be loaded at runtime

▌Note
●Think about VE-VH data transfers!
●Manage multiple VEs (init, scheduling, data).

Add VEO 
logic

Compile
(ncc, nc++, ...)

Compile and link static 
veorun (mk_veorun_static)

my_veorun
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VEO Overview: HOWTO

Original program

VE .soVE kernels

VH main prog VH exec

Compile
(gcc, g++, ...)

alternatively

▌Original C or C++ program (VH)
●Find “kernels” that need to run on VE
●Collect VE “kernels” in separate source(s) 

▌VE code
●Compile as shared library for VE

• Eg. with ncc or nc++
• Static library is possible (different)

●Test and tune as native VE programs with wrapper

▌VH main program
●Add logic for VE offloading
●Compile, eg. with gcc, g++
●Run on VH
●VE shared library will be loaded at runtime

▌Note
●Think about VE-VH data transfers!
●Manage multiple VEs (init, scheduling, data).

Add VEO 
logic

Compile
(ncc, nc++, ...)

Compile and link static 
veorun (mk_veorun_static)

my_veorun

runrun

Converting a VH program into a hybrid VEO ProgramVEO API

version = veo_version_string(void);
proc_handle = veo_proc_create(nodeid);
proc_handle = veo_proc_create_static(nodeid, veorun_path);
rc = veo_proc_destroy(proc_handle);

lib_id = veo_load_library(proc_handle, lib_path);
addr = veo_get_sym(proc_handle, lib_id, sym_name);

rc = veo_alloc_mem(proc_handle, &ve_addr, len);
rc = veo_free_mem(proc_handle, ve_addr);
rc = veo_read_mem(proc_handle, vh_buff, ve_addr, len);
rc = veo_write_mem(proc_handle, ve_addr, vh_buff, len);

ctxt = veo_context_open(proc_handle);
rc = veo_context_close(ctxt);
res = veo_get_context_state(ctxt);

args = veo_args_alloc();
rc = veo_args_set_i64(arg, argnum, i64);
rc = veo_args_set_double(arg, argnum, double_d);
rc = veo_args_set_stack(arg, intent, argnum, buff, len);
veo_args_clear(arg);
veo_args_free(arg);

req_id = veo_async_read_mem(ctxt, vh_buff, ve_addr, len);
req_id = veo_async_write_mem(ctxt, ve_addr, vh_buff, len);
req_id = veo_call_async(ctxt, addr, args);
rc = veo_call_peek_result(ctxt, req_id, &result);
rc = veo_call_wait_result(ctxt, req_id, &result);

VEO API

version = veo_version_string(void);
proc_handle = veo_proc_create(nodeid);
proc_handle = veo_proc_create_static(nodeid, veorun_path);
rc = veo_proc_destroy(proc_handle);

lib_id = veo_load_library(proc_handle, lib_path);
addr = veo_get_sym(proc_handle, lib_id, sym_name);

rc = veo_alloc_mem(proc_handle, &ve_addr, len);
rc = veo_free_mem(proc_handle, ve_addr);
rc = veo_read_mem(proc_handle, vh_buff, ve_addr, len);
rc = veo_write_mem(proc_handle, ve_addr, vh_buff, len);

ctxt = veo_context_open(proc_handle);
rc = veo_context_close(ctxt);
res = veo_get_context_state(ctxt);

args = veo_args_alloc();
rc = veo_args_set_i64(arg, argnum, i64);
rc = veo_args_set_double(arg, argnum, double_d);
rc = veo_args_set_stack(arg, intent, argnum, buff, len);
veo_args_clear(arg);
veo_args_free(arg);

req_id = veo_async_read_mem(ctxt, vh_buff, ve_addr, len);
req_id = veo_async_write_mem(ctxt, ve_addr, vh_buff, len);
req_id = veo_call_async(ctxt, addr, args);
rc = veo_call_peek_result(ctxt, req_id, &result);
rc = veo_call_wait_result(ctxt, req_id, &result);
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VEO C-API: Walk Through (1)

#include <ve_offload.h>

/* check if proper version */
int version = veo_api_version();

/* open proc handle on particular VE node */
struct veo_proc_handle *proc_handle = 
veo_proc_create(nodeid);

...

...

...

/* destroy proc handle */
int rc = veo_proc_destroy(proc_handle);

#include <ve_offload.h>

/* check if proper version */
int version = veo_api_version();

/* open proc handle on particular VE node */
struct veo_proc_handle *proc_handle = 
veo_proc_create(nodeid);

...

...

...

/* destroy proc handle */
int rc = veo_proc_destroy(proc_handle);

▌API version
● Integer, current version is 3

▌Create VEO process on one VE
●One proc_handle needed for each VE 

where the VEO code shall run
●Multiple proc_handles per VE 

possible (but unnecessary)

▌Destroy VEO process handle
●Do this when finished with VEO
●Not absolutely necessary because 

VEOS will clean up when VH main 
process dies.
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VEO C-API: Walk Through (2)

/* load VE dynamic library .so file into proc’s address space 
*/
uint64_t lib_id = veo_load_library(proc_handle, lib_path);

/* find VE virtual address of a symbol inside the library */
uint64_t addr = veo_get_sym(proc_handle, lib_id, sym_name);

/* find VE virtual address of a symbol in static case */
uint64_t addr = veo_get_sym(proc_handle, 0UL, sym_name);

/* load VE dynamic library .so file into proc’s address space 
*/
uint64_t lib_id = veo_load_library(proc_handle, lib_path);

/* find VE virtual address of a symbol inside the library */
uint64_t addr = veo_get_sym(proc_handle, lib_id, sym_name);

/* find VE virtual address of a symbol in static case */
uint64_t addr = veo_get_sym(proc_handle, 0UL, sym_name);

▌Load VE .so file
●Basically a dlopen() on VE side
●Must be done on each proc_handle 

that the VH main program manages

▌Find symbol VE virtual address
●Function or variable symbol
●Basically a dlsym() call
●Can be different in each proc_handle!

▌Statically linked VEO kernels
● “Special” case
●Symbols are looked up in specially 

linked veorun VE binary, no library 
loading done.

●Statically linked veorun can still load 
other .so files.
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VEO C-API: Walk Through (3)

/* allocate memory in VE proc address space */
uint64_t ve_addr;
int rc = veo_alloc_mem(proc_handle, &ve_addr, len_bytes);

/* free previously allocated memory in VE proc address space */
rc = veo_free_mem(proc_handle, ve_addr);

/* transfer data from VE proc memory to VH buffer */
rc = veo_read_mem(proc_handle, vh_buff, ve_addr, len);

/* transfer data from VH buffer to VE proc memory */
rc = veo_write_mem(proc_handle, ve_addr, vh_buff, len);

/* allocate memory in VE proc address space */
uint64_t ve_addr;
int rc = veo_alloc_mem(proc_handle, &ve_addr, len_bytes);

/* free previously allocated memory in VE proc address space */
rc = veo_free_mem(proc_handle, ve_addr);

/* transfer data from VE proc memory to VH buffer */
rc = veo_read_mem(proc_handle, vh_buff, ve_addr, len);

/* transfer data from VH buffer to VE proc memory */
rc = veo_write_mem(proc_handle, ve_addr, vh_buff, len);

▌Allocate memory on VE
●Basically a malloc() on VE side
●Must be done on each proc_handle 

that the VH main program manages
●Returns zero if successful

▌Transfer data to/from VE
●From perspective of VH program:

read from VE memory
or
write to VE memory

●Synchronous! Transfer done when 
function returns.

●Uses system DMA engine (1 per VE)
Triggered and done from VH side 
without involving VE

●Could use user DMA engines (2 per 
core) some time later
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VEO C-API: Walk Through (4)

/* create VEO kernel execution context */
struct *veo_thr_ctxt = veo_context_open(proc_handle);

…
…
…

/* query VEO context state, which is one of
 *  VEO_STATE_UNKNOWN
 *  VEO_STATE_RUNNING
 *  VEO_STATE_SYSCALL
 *  VEO_STATE_BLOCKED
 *  VEO_STATE_EXIT
 */
int res = veo_get_context_state(ctxt);

…
…
…

/* close VEO kernel execution context */
int rc = veo_context_close(ctxt);

/* create VEO kernel execution context */
struct *veo_thr_ctxt = veo_context_open(proc_handle);

…
…
…

/* query VEO context state, which is one of
 *  VEO_STATE_UNKNOWN
 *  VEO_STATE_RUNNING
 *  VEO_STATE_SYSCALL
 *  VEO_STATE_BLOCKED
 *  VEO_STATE_EXIT
 */
int res = veo_get_context_state(ctxt);

…
…
…

/* close VEO kernel execution context */
int rc = veo_context_close(ctxt);

▌Create VEO context
●clone() of proc
●Worker thread for executing kernels
●Each VE core can have a context
●Has command and result queue on 

VH side (currently, might change)
●Queued commands executed in order
●For OpenMP VEO kernels: use less 

contexts than cores

▌VEO context state
●VEO_STATE_BLOCKED is state 

when context ready for new 
command from command queue.
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VEO C-API: Walk Through (5)

/* allocate VEO function call arguments struct */
struct veo_args *args = veo_args_alloc();

/* fill in values for VEO function call arguments */
rc = veo_args_set_u64(arg, argnum, u64);
rc = veo_args_set_i64(arg, argnum, i64);
rc = veo_args_set_float(arg, argnum, float_f);
rc = veo_args_set_double(arg, argnum, double_d);
rc = veo_args_set_stack(arg, VEO_INTENT_IN, argnum, buff, len);

/* clear VEO args for reuse */
veo_args_clear(arg);

/* free previously allocated VEO args struct */
veo_args_free(arg);

/* allocate VEO function call arguments struct */
struct veo_args *args = veo_args_alloc();

/* fill in values for VEO function call arguments */
rc = veo_args_set_u64(arg, argnum, u64);
rc = veo_args_set_i64(arg, argnum, i64);
rc = veo_args_set_float(arg, argnum, float_f);
rc = veo_args_set_double(arg, argnum, double_d);
rc = veo_args_set_stack(arg, VEO_INTENT_IN, argnum, buff, len);

/* clear VEO args for reuse */
veo_args_clear(arg);

/* free previously allocated VEO args struct */
veo_args_free(arg);

▌Allocate VEO args object
●Needed for passing arguments to 

VEO function/kernel calls
●Can be reused (must clear them)

▌Args values 
●Up to 8 are passed in scalar registers
● If more than 8: passed on stack
●Stack prepared for function call and 

transferred when the call is executed
●Various basic types in order to ease 

conversion.

▌Args on stack
●Special case of putting buffer onto 

stack as if it is the caller’s local 
variable: veo_args_set_stack()

●Function argument is reference to the 
address on stack.
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VEO C-API: Walk Through (6)

/* enqueue VEO function call to context */
uint64_t req_id = veo_call_async(ctxt, addr, args);

/* enqueue VEO memory transfer to context command queue */
uint64_t req_id veo_async_read_mem(ctxt, vh_buff, ve_addr, len);
uint64_t veo_async_write_mem(ctxt, ve_addr, vh_buff, len);

/* synchronously wait for VEO function call to finish
 *  result returned in ‘result’
 *  rc value:
 *    VEO_COMMAND_OK - function finished normally
 *    VEO_COMMAND_EXCEPTION - function threw exception on VE
 *    VEO_COMMAND_ERROR - execution error on VH side
 */
int rc = veo_call_wait_result(ctxt, req_id, &result);

/* check if VEO function has finished, return result if yes;
 * rc values like veo_call_wait() when function has finished,
 * VEO_COMMAND_UNFINISHED when function not finished, yet.
 */
int rc = veo_call_peek_result(ctxt, req_id, &result);

/* enqueue VEO function call to context */
uint64_t req_id = veo_call_async(ctxt, addr, args);

/* enqueue VEO memory transfer to context command queue */
uint64_t req_id veo_async_read_mem(ctxt, vh_buff, ve_addr, len);
uint64_t veo_async_write_mem(ctxt, ve_addr, vh_buff, len);

/* synchronously wait for VEO function call to finish
 *  result returned in ‘result’
 *  rc value:
 *    VEO_COMMAND_OK - function finished normally
 *    VEO_COMMAND_EXCEPTION - function threw exception on VE
 *    VEO_COMMAND_ERROR - execution error on VH side
 */
int rc = veo_call_wait_result(ctxt, req_id, &result);

/* check if VEO function has finished, return result if yes;
 * rc values like veo_call_wait() when function has finished,
 * VEO_COMMAND_UNFINISHED when function not finished, yet.
 */
int rc = veo_call_peek_result(ctxt, req_id, &result);

▌Async call VE function
●Add call to command queue of certain 

VEO context
●Returns request ID
●Valid ID can be zero!
●VEO_REQUEST_ID_INVALID=~0UL

▌Async memory transfer
●Executed on VH
●Allows ordered stream of commands

▌Sync wait for result
●Wait for request ID to finish.
●Check return code!

▌Async wait for result
● If returns 

VEO_COMMAND_UNFINISHED, do 
something else on VH.
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VEO C-API: Walk Through (7)

/**
 * @brief call a VH function asynchronously
 *
 * @param ctx VEO context in which to execute the function.
 * @param func address of VH function to call
 * @param arg pointer to arguments structure for the function
 * @param len length of arguments structure
 * @return request ID
 * @retval VEO_REQUEST_ID_INVALID if request failed.
 */
uint64_t
veo_call_async_vh(veo_thr_ctxt *ctx,
                  int64_t (*func)(void *, size_t),
                  void *arg, size_t len);

/**
 * @brief call a VH function asynchronously
 *
 * @param ctx VEO context in which to execute the function.
 * @param func address of VH function to call
 * @param arg pointer to arguments structure for the function
 * @param len length of arguments structure
 * @return request ID
 * @retval VEO_REQUEST_ID_INVALID if request failed.
 */
uint64_t
veo_call_async_vh(veo_thr_ctxt *ctx,
                  int64_t (*func)(void *, size_t),
                  void *arg, size_t len);

▌Async call VH function
●Add call to command queue of certain 

VEO context
●Returns request ID
●Valid ID can be zero!
●VEO_REQUEST_ID_INVALID=~0UL
●VH function is executed in the 

appropriate place of the execution 
stream.

●Note! VH function args...

▌Brand new: VEOS 2.2.2

●Released November 29, 2019
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VH VE

VEO Mechanisms

C++ Classes, Commands, Queues and ThreadsC++ Classes, Commands, Queues and Threads

ProcHandle veorun
helper

VE library

memory

ThreadContextThreadContext

Cmd queue

Result queue

worker
thread

Function Function

clone()

Syscall
handler

pthread_create()

Starts veorun helper on VE

Handles syscalls/exceptions for
VE helper functions
(pseudo of veorun)

Loads library into veorun process

Allocate/free memory on VE

Start/Stop ThreadContext

Pseudo of worker thread

Handles queues

worker
thread
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VEO Add-Ons: VEO-UDMA

▌VH and VE library for VEO programs
l Hides complexity of User DMA
l https://github.com/sx-aurora/veo-udma

▌Gather/Scatter packed transfers
l Crucial for parameters transfer in SOL

int veo_udma_peer_init(int ve_node_id, struct veo_proc_handle *proc,
                                   struct veo_thr_ctxt *ctx, uint64_t lib_handle);
int veo_udma_peer_fini(int peer_id);
size_t veo_udma_send(struct veo_thr_ctxt *ctx, void *src, uint64_t dst, size_t len);
size_t veo_udma_recv(struct veo_thr_ctxt *ctx, uint64_t src, void *dst, size_t len);

int veo_udma_peer_init(int ve_node_id, struct veo_proc_handle *proc,
                                   struct veo_thr_ctxt *ctx, uint64_t lib_handle);
int veo_udma_peer_fini(int peer_id);
size_t veo_udma_send(struct veo_thr_ctxt *ctx, void *src, uint64_t dst, size_t len);
size_t veo_udma_recv(struct veo_thr_ctxt *ctx, uint64_t src, void *dst, size_t len);

on VH

int veo_udma_send_pack(int peer, void *src, uint64_t dst, size_t len);
int veo_udma_send_pack_commit(int peer);
int veo_udma_recv_pack(int peer, uint64_t src, void *dst, size_t len);
int veo_udma_recv_pack_commit(int peer);

int veo_udma_send_pack(int peer, void *src, uint64_t dst, size_t len);
int veo_udma_send_pack_commit(int peer);
int veo_udma_recv_pack(int peer, uint64_t src, void *dst, size_t len);
int veo_udma_recv_pack_commit(int peer);

VH VE

memcpy memcpy

UDMA

VH VE
registered registered

https://github.com/sx-aurora/veo-udma
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VEO Add-Ons: VEO-UDMA

▌Bandwidth comparison
memcpy memcpy

UDMA

VH VE
registered registered

[focht@aurora1 veo-udma]$ 
./scan_perf_veo.sh
 buff MB   send MB/s   recv MB/s
       1      3140      3193
       2      3411      3520
       4      3965      4022
       8      4423      4503
      16      4835      4930
      32      5443      5372
      64      5315      5337
     256      5436      5401
    1024      5364      5296

[focht@aurora1 veo-udma]$ 
./scan_perf_veo.sh
 buff MB   send MB/s   recv MB/s
       1      3140      3193
       2      3411      3520
       4      3965      4022
       8      4423      4503
      16      4835      4930
      32      5443      5372
      64      5315      5337
     256      5436      5401
    1024      5364      5296

[focht@aurora1 veo-udma]$ 
./scan_perf.sh
 buff MB   send MB/s   recv MB/s
       1      2469      2711
       2      4021      4352
       4      5847      6294
       8      7714      8066
      16      9136      9525
      32      8408      8232
      64      8317      7700
     256      8317     10284
    1024      8263     10245

[focht@aurora1 veo-udma]$ 
./scan_perf.sh
 buff MB   send MB/s   recv MB/s
       1      2469      2711
       2      4021      4352
       4      5847      6294
       8      7714      8066
      16      9136      9525
      32      8408      8232
      64      8317      7700
     256      8317     10284
    1024      8263     10245

VEO System DMA VEO UDMA
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VEO Add-Ons: VEO Synchronization Primitives

▌VH library for VEO programs
Provides barriers for context synchronization

https://github.com/sx-aurora/veo-sync

A VEO barrier ensures that a set of contexts synchronize and "meet" at the same 
time. They are implemented as asynchronous VH functions which are enqueued 
into each of the contexts that shall be synchronized.

Nonblocking barrier: the contexts wait in the barrier request until all meet at 
this point. Then they proceed from there with the requests following the barrier 
request.

Blocking barrier: the contexts wait in the barrier request until all of them reach 
that point. They do not proceed until the barrier has been unblocked by calling 
veo_barrier_unblock().

https://github.com/sx-aurora/veo-sync
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VEO Add-Ons: VEO Synchronization Primitives

▌Creating a barrier

▌Activating the barrier

▌Waiting for the barrier (make sure all contexts passed through it)

▌Unblocking the barrier

▌Destroy the barrier

#include <veo_sync.h>

struct veo_barrier *veo_barrier_create(struct veo_thr_ctxt **ctxts,
                      int num_ctxts, int blocking);

int veo_barrier_set(struct veo_barrier *b);

int veo_barrier_wait(struct veo_barrier *b);

int veo_barrier_unblock(struct veo_barrier *b);

int veo_barrier_destroy(struct veo_barrier *b);
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VEO Add-Ons: VEO Synchronization Primitives

▌Synchronize a thread context

Collect all results from queued requests in a context, ignore their value and 
return the worst return code.

Collects results until it encounters a VEO_COMMAND_ERROR, i.e. it didn’t find 
the request. Do not mix with veo_call_wait_result() for requests in the middle of 
the stream!

The idea is to emulate CUDA stream synchronization.

int veo_sync_context(struct veo_thr_ctxt *ctx);
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Py-VEO: Python Bindings … and more

▌Class hierarchy
●Reflects who belongs to whom
●Wrap IDs and VE addresses into objects
●Objects have appropriate methods
●New:

• VeoLibrary
• VeoFunction
• VeoRequest
• VEMemPtr

▌Module implemented in Cython
●Some things are easy
●Other things are more “static”

▌Supports NumPy arrays
●SciPy
●iPython and Jupyter notebook

▌https://github.com/sx-aurora/py-veo
▌“Incubator” for new VEO features?
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Py-VEO: Python Bindings … and more

▌Build Helper
●Build VEO kernels inside Python

https://github.com/sx-aurora/py-veo


28 © NEC Corporation

Py-VEO Getting Started
install VEO and devel packages as root

# yum install veoffload-devel veoffload-veorun-devel veos-devel veosinfo-devel

create virtualenv and activate it

$ virtualenv pyveo

$ source pyveo/bin/activate

install packages into virtualenv

$ pip install -U pip numpy cffi py-veosinfo py-veo

inside virtualenv just use python, not /usr/bin/python

for building from git, also:   pip install Cython

You might want to make your life easier: use sx-aurora.com/repos/… yum repos.
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Py-VEO Example: VeBuild, NUMPY, OnStack

import os
from veo import *

bld = VeBuild()
bld.set_build_dir("_ve_build")
bld.set_c_src("_average", r"""
double average(double *a, int n)
{
    int i;
    double sum = 0;

    for (i = 0; i < n; i++)
        sum += a[i];

    return sum / (double)n;
}
""", flags="-O2 -fpic -pthread -report-all -
fdiag-vector=2")

ve_so_name = bld.build_so("-O2 -fpic -shared", 

                          verbose=True)

# continued … -->

import os
from veo import *

bld = VeBuild()
bld.set_build_dir("_ve_build")
bld.set_c_src("_average", r"""
double average(double *a, int n)
{
    int i;
    double sum = 0;

    for (i = 0; i < n; i++)
        sum += a[i];

    return sum / (double)n;
}
""", flags="-O2 -fpic -pthread -report-all -
fdiag-vector=2")

ve_so_name = bld.build_so("-O2 -fpic -shared", 

                          verbose=True)

# continued … -->

# VE node to run on, take 0 as default
nodeid = os.environ.get("VE_NODE_NUMBER", 0)

proc = VeoProc(nodeid)
ctxt = proc.open_context()
lib = proc.load_library(os.getcwd()+"/"+ve_so_name)

lib.average.args_type("double *", "int")
lib.average.ret_type("double")

n = 1000000     # length of random vector: 1M 
elements
a = np.random.rand(n)
print("VH numpy average = %r" % np.average(a))

# submit VE function request
req = lib.average(ctxt, OnStack(a), n)

# wait for the request to finish
avg = req.wait_result()
print("VE kernel average = %r" % avg)

del proc

# VE node to run on, take 0 as default
nodeid = os.environ.get("VE_NODE_NUMBER", 0)

proc = VeoProc(nodeid)
ctxt = proc.open_context()
lib = proc.load_library(os.getcwd()+"/"+ve_so_name)

lib.average.args_type("double *", "int")
lib.average.ret_type("double")

n = 1000000     # length of random vector: 1M 
elements
a = np.random.rand(n)
print("VH numpy average = %r" % np.average(a))

# submit VE function request
req = lib.average(ctxt, OnStack(a), n)

# wait for the request to finish
avg = req.wait_result()
print("VE kernel average = %r" % avg)

del procBUILD Prepare data and RUN
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Py-VEO Example: VeBuild, NUMPY, OnStack

import os
from veo import *

bld = VeBuild()
bld.set_build_dir("_ve_build")
bld.set_c_src("_average", r"""
double average(double *a, int n)
{
    int i;
    double sum = 0;

    for (i = 0; i < n; i++)
        sum += a[i];

    return sum / (double)n;
}
""", flags="-O2 -fpic -pthread -report-all -
fdiag-vector=2")

ve_so_name = bld.build_so("-O2 -fpic -shared", 

                          verbose=True)

# continued … -->

import os
from veo import *

bld = VeBuild()
bld.set_build_dir("_ve_build")
bld.set_c_src("_average", r"""
double average(double *a, int n)
{
    int i;
    double sum = 0;

    for (i = 0; i < n; i++)
        sum += a[i];

    return sum / (double)n;
}
""", flags="-O2 -fpic -pthread -report-all -
fdiag-vector=2")

ve_so_name = bld.build_so("-O2 -fpic -shared", 

                          verbose=True)

# continued … -->

# VE node to run on, take 0 as default
nodeid = os.environ.get("VE_NODE_NUMBER", 0)

proc = VeoProc(nodeid)
ctxt = proc.open_context()
lib = proc.load_library(os.getcwd()+"/"+ve_so_name)

lib.average.args_type("double *", "int")
lib.average.ret_type("double")

n = 1000000     # length of random vector: 1M 
elements
a = np.random.rand(n)
print("VH numpy average = %r" % np.average(a))

# submit VE function request
req = lib.average(ctxt, OnStack(a), n)

# wait for the request to finish
avg = req.wait_result()
print("VE kernel average = %r" % avg)

del proc

# VE node to run on, take 0 as default
nodeid = os.environ.get("VE_NODE_NUMBER", 0)

proc = VeoProc(nodeid)
ctxt = proc.open_context()
lib = proc.load_library(os.getcwd()+"/"+ve_so_name)

lib.average.args_type("double *", "int")
lib.average.ret_type("double")

n = 1000000     # length of random vector: 1M 
elements
a = np.random.rand(n)
print("VH numpy average = %r" % np.average(a))

# submit VE function request
req = lib.average(ctxt, OnStack(a), n)

# wait for the request to finish
avg = req.wait_result()
print("VE kernel average = %r" % avg)

del procBUILD Prepare data and RUN

Function prototype

Proc, context, lib

Run kernel
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Py-VEO Example: cffi Structures

import veo
import os
from cffi import FFI

p = veo.VeoProc(0)
lib = p.load_library(os.getcwd() + "/libvetest6.so")
f = lib.find_function("multeach")
c = p.open_context()

ffi = FFI()
ffi.cdef("""
    struct abc {
        int a, b, c;
    };
    """)

abc = ffi.new("struct abc *")
abc.a = 1
abc.b = 2
abc.c = 3

# we'll pass the struct * as a void *
f.args_type("void *", "int")
f.ret_type("int")

req = f(c, veo.OnStack(ffi.buffer(abc)), 5)
r = req.wait_result()
print "result = %r" % r

del p

import veo
import os
from cffi import FFI

p = veo.VeoProc(0)
lib = p.load_library(os.getcwd() + "/libvetest6.so")
f = lib.find_function("multeach")
c = p.open_context()

ffi = FFI()
ffi.cdef("""
    struct abc {
        int a, b, c;
    };
    """)

abc = ffi.new("struct abc *")
abc.a = 1
abc.b = 2
abc.c = 3

# we'll pass the struct * as a void *
f.args_type("void *", "int")
f.ret_type("int")

req = f(c, veo.OnStack(ffi.buffer(abc)), 5)
r = req.wait_result()
print "result = %r" % r

del p

//
// ncc -shared -fpic -pthread -o libvetest6.so libvetest6.c
//

struct abc {
        int a, b, c;
};

int multeach(struct abc *a, int n)
{
        return n*(a->a + a->b + a->c);
}

//
// ncc -shared -fpic -pthread -o libvetest6.so libvetest6.c
//

struct abc {
        int a, b, c;
};

int multeach(struct abc *a, int n)
{
        return n*(a->a + a->b + a->c);
}

libvetest6.c
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Py-VEO Example: Call Fortran
import veo
import os
np = veo.np

p = veo.VeoProc(0)
lib = p.load_library(os.getcwd() + "/libvetest9.so")
f = lib.find_function("test9")
ctx = p.open_context()

n = 5; m = 3
a = np.array([1,2,3,4,5], dtype=np.int32)
b = np.array([0,0,0,0,0], dtype=np.int32)
c = np.zeros((n,m), dtype=np.float64, order="F")
nsz = np.array([a.size], dtype=np.int32)
msz = np.array([m], dtype=np.int32)

b_ve = p.alloc_mem( round(b.size * 4, 8) )
p.write_mem(b_ve, b, b.size * 4)

f.args_type("int *", "int *", "double *", "int *", "int *")
f.ret_type("int")

req = f(ctx, veo.OnStack(a, inout=veo.INTENT_IN),
        b_ve, veo.OnStack(c, inout=veo.INTENT_OUT),
        veo.OnStack(nsz), veo.OnStack(msz))

res = req.wait_result()
print(“res = %r” % res)
p.read_mem(b, b_ve, b.size * 4)
print("b after VEO call: %r" % b)
print("c after VEO call: %r" % c)
del p

import veo
import os
np = veo.np

p = veo.VeoProc(0)
lib = p.load_library(os.getcwd() + "/libvetest9.so")
f = lib.find_function("test9")
ctx = p.open_context()

n = 5; m = 3
a = np.array([1,2,3,4,5], dtype=np.int32)
b = np.array([0,0,0,0,0], dtype=np.int32)
c = np.zeros((n,m), dtype=np.float64, order="F")
nsz = np.array([a.size], dtype=np.int32)
msz = np.array([m], dtype=np.int32)

b_ve = p.alloc_mem( round(b.size * 4, 8) )
p.write_mem(b_ve, b, b.size * 4)

f.args_type("int *", "int *", "double *", "int *", "int *")
f.ret_type("int")

req = f(ctx, veo.OnStack(a, inout=veo.INTENT_IN),
        b_ve, veo.OnStack(c, inout=veo.INTENT_OUT),
        veo.OnStack(nsz), veo.OnStack(msz))

res = req.wait_result()
print(“res = %r” % res)
p.read_mem(b, b_ve, b.size * 4)
print("b after VEO call: %r" % b)
print("c after VEO call: %r" % c)
del p

function test9(a, b, c, n, m) BIND(C)
    integer, dimension(n), intent(in) :: a
    integer, dimension(n) :: b
    double precision, intent(out) :: c(n,m)
    integer i, j, test9
    test9 = 0
    do i = 1, n
       test9 = test9 + a(i)
       b(i) = a(i) + 2
       do j = 1, m
          c(i,j) = dble(a(i)) * dble(j)
       end do
    end do
    !print *, arr
    !print *, "ftn finished."
    return
end

function test9(a, b, c, n, m) BIND(C)
    integer, dimension(n), intent(in) :: a
    integer, dimension(n) :: b
    double precision, intent(out) :: c(n,m)
    integer i, j, test9
    test9 = 0
    do i = 1, n
       test9 = test9 + a(i)
       b(i) = a(i) + 2
       do j = 1, m
          c(i,j) = dble(a(i)) * dble(j)
       end do
    end do
    !print *, arr
    !print *, "ftn finished."
    return
end

Libvetest9.f90
(ignore the code!)
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Py-VEO Example: CBLAS with py-vecblas

import numpy as np
import veo
from vecblas import *

M = 10000; K = 1000; N = 5000

p = veo.VeoProc(0)
ctx = p.open_context(); lib = p.static_library()

a_np = np.random.rand(M*K).astype(np.float32).reshape(M,K)
b_np = np.random.rand(K*N).astype(np.float32).reshape(K,N)
res_np = np.zeros((M,N)).astype(np.float32)

a_v = p.alloc_mem(a_np.nbytes)
b_v = p.alloc_mem(b_np.nbytes)
res_v = p.alloc_mem(res_np.nbytes)
p.write_mem(a_v, a_np, a_np.nbytes)
p.write_mem(b_v, b_np, b_np.nbytes)

#req = lib.func[“cblas_sgemm”](ctx, CblasRowMajor, CblasNoTrans, 
CblasNoTrans,
#    M, N, K, 1.0, a_v, K, b_v, N, 0.0, res_v, N)
req = lib.cblas_sgemm(ctx, CblasRowMajor, CblasNoTrans, CblasNoTrans,
    M, N, K, 1.0, a_v, K, b_v, N, 0.0, res_v, N)

req.wait_result()

p.read_mem(res_np, res_v, res_np.nbytes)

import numpy as np
import veo
from vecblas import *

M = 10000; K = 1000; N = 5000

p = veo.VeoProc(0)
ctx = p.open_context(); lib = p.static_library()

a_np = np.random.rand(M*K).astype(np.float32).reshape(M,K)
b_np = np.random.rand(K*N).astype(np.float32).reshape(K,N)
res_np = np.zeros((M,N)).astype(np.float32)

a_v = p.alloc_mem(a_np.nbytes)
b_v = p.alloc_mem(b_np.nbytes)
res_v = p.alloc_mem(res_np.nbytes)
p.write_mem(a_v, a_np, a_np.nbytes)
p.write_mem(b_v, b_np, b_np.nbytes)

#req = lib.func[“cblas_sgemm”](ctx, CblasRowMajor, CblasNoTrans, 
CblasNoTrans,
#    M, N, K, 1.0, a_v, K, b_v, N, 0.0, res_v, N)
req = lib.cblas_sgemm(ctx, CblasRowMajor, CblasNoTrans, CblasNoTrans,
    M, N, K, 1.0, a_v, K, b_v, N, 0.0, res_v, N)

req.wait_result()

p.read_mem(res_np, res_v, res_np.nbytes)

$ python test-sgemm.py
VEO time (1 core): 0.757311
VEO GFLOPS (1 core): 491.947057
Numpy time: 315.606030
Numpy GFLOPS: 1.180449
Total speedup: 416.75x

# larger problem (14GB on VE)

VEO time (1 core): 110.332313
VEO GFLOPS (1 core): 497.893907

VEO time (8 core): 14.102452
VEO GFLOPS (8 core): 3895.335807

## double precision

$ python test-dgemm.py
VEO time: 1.506632
VEO GFLOPS (1 core DP): 247.278000
Numpy time: 321.821118
Numpy GFLOPS: 1.157652
Total speedup: 213.6x

# larger problem (22GB on VE)

VEO time: 28.955545
VEO GFLOPS (8 core DP): 1897.176741
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HAM: Heterogeneous Asynchronous Messages
VE hybrid coding in C++
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HAM: Heterogeneous Asynchronous Messages

Another approach to hybrid programs and offloading
▌ Zuse Institute Berlin: Matthias Noack, Thomas Steinke
▌ Previous work on Xeon Phi, SC14

● A Unified Programming Model for Intra- and Inter-Node Offloading on Xeon Phi 
Clusters

▌ Work on VE prototype ( + Erich Focht) 
▌ Paper accepted at HCW “Heterogeneity in Computing Workshop”

● Heterogeneous Active Messages for Offloading on the NEC SX-Aurora TSUBASA
● Following figures taken from paper!

▌ Active messages
▌ C++ template meta-programming

● Automatically generates handlers for all messages
● Globally valid handler keys
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HAM-Offload: API
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HAM-Offload: Implementation

Complete source build twice: VH, VE
▌ VEO used to load/start the VE part

● Allocate buffers for communication
▌ HAM message processor takes over

● Polling for low call latency
▌ Approaches:

● Communication through VEO
• Syscall penalty, bad latency
• Bandwidth almost ok with dma-bulk-

hugepage patches
● VE-VH-shared memory DMA

• lhm/shm for polling mailboxes
• VE user DMA for data transfers
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HAM-Offload: Results on VE (10B SKU)

Bandwidth
▌ VEO: veo_send_data(), veo_recv_data()

● Measured with veos-1.3.2-4dma
● Patch is being tested by VEOS group
● Without patch: 1.5GB/s

▌ VE user DMA descriptors
● libsysve
● VE DMA
● VH-VE SHM

VE-DMA

VEO
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Conclusion

▌Py-VEO
●is simple basis for VE experiments
●Works in Jupyter notebooks

• Interactive
• Store work “log” including results
• Could be used for trainings

●API will be extended!
●https://github.com/SX-Aurora/py-veo

▌HAM-Offload
●New infrastructure for hybrid programming
●VE, optimized with VE-DMA
●Good latency, good bandwidth!
●Ideas for VEO improvement




